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The system message you provided- "You are an Al assistant that helps people solve mathematical puzzles.

Explain your answers as if the request is by a 4-year-old." -is classic priming (also called system prompt

/role prompting). Priming sets the assistant's persona, objectives, tone, and constraints before any user message, steering all subsequent responses accordingly.

Why the other options are incorrect:

A). Few-shot learning - supplies example Q & A pairs in the prompt to teach the model by example; none were included here.

B). Affordance - relates to interface cues that guide users; not a prompt technique for model behavior.
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C). Chain of thought - asks the model to show intermediate reasoning steps; your prompt doesn't request step- by-step rationale, only a style/tone.
Microsoft Azure Al References

Azure OpenAl - Prompt engineering techniques (role/system prompts, priming).

Azure OpenAl - System message (role) guidance for controlling assistant behavior and tone.
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The question requires enabling the bot to respond to spoken requests with minimal effort. Among the options:

* Cortana integration automatically adds speech input/output capabilities to the bot.

* Direct Line Speech is another option but requires additional setup and coding, so not the minimal effort solution.

* Microsoft Teams is primarily for text-based interactions (though can do voice calls, but not direct bot speech input).
* Azure function + Speech would require more development overhead.

Thus, Cortana integration provides the simplest path.
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Scenario Recap:

* Application: Flower species classification using Custom Vision.

* New images are received.

* Solution: Add the new images, and then use the Smart Labeler tool.

Analysis:

* The Smart Labeler tool in Custom Vision can help automatically generate suggested labels for newly uploaded images.

* This is a valid way to extend a classifier with new images.

* It doesn't complete the entire pipeline (you'd still retrain afterward), but using Smart Labeler does meet the goal of adding new species efficiently.
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The answer: A. Yes
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For an Azure Al Language Custom Question Answering project (QA1), you can import Q & A pairs directly from Excel (.xIs/.xIsx) or TSV files in Language Studio. Microsoft's guidance explicitly states that when importing
question-answer sources into a project, you can choose Excel or TSV. JSON, LU, and CSV are not supported as import file types for Q & A pairs in Language Studio. Microsoft Learn Additional Microsoft guidance notes
that structured TXT, TSV, and XLS files can be uploaded to create or augment a project, and clarifies import/export behavior for TSV and XLS. This reinforces that Excel and TSV are the supported formats here. Microsoft
Learn Microsoft References:

Move projects and Q & A pairs - "Import question and answers... option to import either an Excel or TSV file." Microsoft Learn Format guidelines for Custom Question Answering - structured TXT, TSV, and XLS supported;
import/export notes for TSV and XLS. Microsoft Learn
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Answer Area
Open the Review suggestions pane.

This step allows you to access suggestions generated by the Azure Al Language service based on user interactions and queries. Reviewing these suggestions helps identify potential improvements or alternative
phrasings that can enhance the model ' s understanding and accuracy with minimal effort.

Review and accept the alternative phrases.

After opening the review suggestions pane, you can evaluate and accept alternative phrases or questions that users might have asked. Accepting these updates trains the model to recognize variations in how questions
are posed, thereby improving its ability to provide accurate responses without requiring extensive manual retraining.



Enable active learning.

Enabling active learning allows the model to continuously improve by learning from user interactions and feedback over time. This feature automatically suggests refinements based on real-world usage, minimizing
development effort while enhancing the chatbot ' s accuracy as it adapts to common questions.

Rationale

These steps are sequenced to progressively improve the chatbot ' s performance with minimal development effort. Starting with reviewing suggestions leverages existing data, accepting alternative phrases refines the
model ' s understanding, and enabling active learning ensures ongoing improvement, aligning with the goal of increasing accuracy efficiently.
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The given data format is:

FirstName,LastName,Age,LeisureHobby,SportsHobby
John,Smith,23,Reading,Basketball

Ben,Smith,21,Guitar,Curling

This format uses commas to separate fields, with the first row as column headers and subsequent rows as records.
This is the definition of CSV (Comma-Separated Values) format.

Now let's eliminate the other options:

JSON: Uses { } braces and key-value pairs like " FirstName " : " John " . Not shown here.
HTML: Uses < tags > for structure (e.g., <table >, <tr>, <td > ). Not shown here.
YAML: Uses indentation and key-value pairs (e.g., FirstName: John ). Not shown here.
Therefore, the correct format is CSV.

The answer: A. CSV

Microsoft Reference

Common data formats: CSV, JSON, Avro, and Parquet
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Azure Cognitive Services models can be containerized and run locally using Docker .

This allows apps to function in disconnected or edge environments , while still using pre-trained Al models.
A). Azure Kubernetes Service (AKS) # Cloud-managed; not suitable for limited connectivity.

B). Azure Stack Hub Kubernetes cluster # Overkill and high cost.

C). Azure Container Instances (ACI) # Cloud-based; requires connectivity.

D). Docker Engine # Best for local, offline, and cost-effective deployment .

Reference: Run Cognitive Services in containers
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Explanation:



Create a project.

Upload and tai:; Images.

Train the_t_:lassiﬁer model.

Comprehensive Detailed Explanation

You are tasked with building a solution using Custom Vision to detect faults in factory components. Custom Vision follows a defined workflow:

Create a project

Before anything else, you must create a Custom Vision project in the Azure Al portal.

This project specifies the type of model you are building: classification (classifying entire images) or object detection (locating items within images).
Since the question is about detecting faults in specific components (a business-specific scenario), it aligns with classification unless explicitly stated otherwise.
Upload and tag images

You must provide training data.

Upload a set of images showing both faulty and non-faulty components.

Tag each image correctly so that the model can learn from labeled examples.

Train the classifier model

Once images are tagged, you run training on the dataset to generate the classifier model.

The model can then be published and used for inference via API calls.

Why not the other options?

Initialize the training dataset: This is not a direct step in Custom Vision; instead, uploading and tagging images inherently prepares the training dataset.
Train the object detection model: Object detection is used if you need bounding boxes around items within an image. Since the question is about recognizing faults in a component (faulty vs non-faulty), a classifier model
is appropriate.

Correct Sequence:

Create a project

Upload and tag images

Train the classifier model

Microsoft References

Quickstart: Build an image classification project with the Custom Vision portal Custom Vision overview Train and test a Custom Vision model
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To index millions of PDFs/images quickly:

Partition the blob data into virtual folders (prefixes) and create multiple indexers , one per folder, so they can run in parallel .

Increase search units (SUs) to raise indexing throughput.

Schedule the indexers with the same cadence so they run concurrently.

Creating multiple services (A, C) is unnecessary and costly. Scheduling sequential execution (B) defeats the goal of "as quickly as possible." References Azure Cognitive Search indexer performance guidance:

parallelizing blob indexing using multiple indexers over virtual folders/prefixes and scaling SUs for higher throughput.
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Explanation:

To deploy the bot to Azure, you should run the following three Azure CLI commands in sequence:
az deployment group create This command will create the Azure resources for your bot using an ARM template and a parameters file. You need to specify the resource group name, the template file path, and the

parameters file path. For example:

az deployment group create --resource-group myResourceGroup --template-file

"deploymentTemplates\template-with-preexisting-rg.json" --parameters "deploymentTemplates\parameters- for-template-BotApp-with-rg.json" This command will also output the app ID and password of your bot, which
you will need for the next command1.

az webapp deployment source config-zip This command will deploy your bot code to the app service that you created in the previous step. You need to specify the resource group name, the app service name, and the zip
file path of your bot code. For example:

az webapp deployment source config-zip --resource-group myResourceGroup --name myBotAppService --src

"code.zip"

This command will also output the URL of your bot endpoint, which you will need for the next command2.

az ad app update This command will update your bot registration with the endpoint URL of your bot. You need to specify the app ID of your bot and the endpoint URL. For example:



az ad app update --id myBotAppld --set replyUrls="https://myBotAppService.azurewebsites.net/api
/messages”
This command will complete the deployment process and make your bot ready to be tested3.
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The Text Moderation API of Azure Content Moderator is specifically used for scanning text to detect potentially inappropriate or undesired content.
Key features include:

Adult classification score # Indicates the likelihood that the text contains adult content.

Racy classification score # Indicates the likelihood that the text contains sexually suggestive but not explicit content.

Pll detection (personal data) is part of text moderation but is not always required when focusing strictly on enabling content moderation for chatbot text safety.
OCR is for extracting text from images, not for moderating chatbot conversations.

Text classification in this context refers to general machine learning categorization (not part of Content Moderator's moderation API).

Thus, the two service responses directly tied to text moderation safety are:

Adult classification score

Racy classification score

Correct Answer for Q185: A and E

Microsoft Reference

Azure Content Moderator text moderation overview
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To allow users to cancel an in-progress transaction, you need an interruption mechanism.

In Bot Framework Composer, this is done using triggers such as an intent trigger or dialog trigger (e.g., a Cancellntent trigger that interrupts the current flow).
A language generator handles variations in bot responses.

OO0 w >
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A custom event is not required for simple cancellation.
A conversation activity handles messages or events but does not manage interruption logic.
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In Azure Stream Analytics, queries are defined using a SQL-like query language specifically designed for real- time analytics over streaming data.

The language is often referred to as Stream Analytics Query Language (SAQL).

It is very similar to T-SQL (Transact-SQL) but extended with additional features for temporal (time-based) operations, stream joins, aggregations over windows, and event handling.
With this language, you can perform operations like filtering, projections, aggregations, joins, and even machine learning model scoring on data streams.
Reviewing the options:

SQL - Correct. Azure Stream Analytics jobs are defined using a SQL-like language.

XML - Incorrect. XML is used for data representation, not defining queries in Stream Analytics.

YAML - Incorrect. YAML is commonly used for configuration files, not streaming queries.

KOL - Incorrect. This is not a relevant query language.

The answer: A. SQL
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Microsoft References
Introduction to Azure Stream Analytics query language
Query overview for Stream Analytics
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Removing all the chit-chat question and answer pairs from the project will not ensure that the chatbot provides formal responses to spurious questions. It will only make the chatbot unable to handle any chit-chat
scenarios, which may result in a poor user experience and a loss of engagement. Instead, you should choose a chit-chat personality that matches the tone and style of your chatbot, such as Professional or Caring. You
can also edit the chit-chat questions and answers to suit your specific needs, or add new ones that are not in the predefined data set12. This way, you can ensure that the chatbot responds appropriately to spurious
questions, while still maintaining a conversational and engaging interaction with the user.
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Azure OpenAl ETILHOH Y £,

ETILNEWRABT H5-HDML—=0T T—2ELTHERASINS 500 EOTOY T MEERTHHY FT,

fo—ZU T3 #GFETDIRENHYFET,

fLo—=2T T—3 D74 NICIREDHEREFERT LILENHY £IH?

A. XML

B. JSONL

C.CSV

D. TSV

EfE: (EfEZRRLET)

For Azure OpenAl fine-tuning, training data must be provided as a JSON Lines (.jsonl) file. Each line represents one example. Because your data is described as prompt-completion pairs, the required shape is typically:
{" prompt":" < your prompt>" " completion " : " < ideal completion >" } (Chat model fine-tuning instead uses a messages array per line, but the file format is still JSONL.) JSONL is the only accepted format for upload
to the fine-tuning job.

Microsoft References

Azure OpenAl Service - Fine-tuning: data preparation and formats (JSONL; prompt-completion and chat messages ).

Azure OpenAl Service - How to fine-tune models (training files must be .jsonl).
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Features

' Custom named entity recognition (NER)

Named Enmy Recognition (NER)

' Permly identifiable Information (Pil) detection

Sentiment analysis

I KqﬂiaséMrm .
e i e e i s T o ] Ichenty t include credit card numbers: | Personally identifiable Information (P1f) detection I
[ Language detechon : i
ey = = et i ¢
N-lmd Ermr:r Recognition (NER) I $

Explanatlon
Features - Answer Arca

;Custnm named entity recognition (NER) b identify code names for internal product t: | Custom named entity recognition (NER)

— e —— —

I(ey phrazse extraction

Named Entity Recognition (NER)

=T =. Microsoft




The chatbot needs to recognize two different kinds of information:

Code names for internal product development

These are not standard entities like " locations " or " organizations " that prebuilt NER can detect.

You need to train a custom model to recognize internal terms or codenames (for example, " Project Falcon " ).

The correct Azure Cognitive Service for Language feature is Custom Named Entity Recognition (Custom NER), which allows defining and training entity categories specific to your business.
Messages that include credit card numbers

Credit card numbers are sensitive data falling under Personally Identifiable Information (PII).

Azure Cognitive Service for Language provides a PII detection feature that automatically identifies and masks sensitive information such as credit card numbers, SSNs, and phone numbers.
This minimizes development effort since it is prebuilt and ready to use.

Correct Answer Mapping:

Identify code names for internal product development # Custom named entity recognition (NER) Identify messages that include credit card numbers # Personally Identifiable Information (PI1l) detection Microsoft
References Custom Named Entity Recognition in Azure Al Language PIl detection in Azure Al Language
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fore (var brand in brands)

{
if (brand.Confidence >= .75)
Console.WriteLine ($"Logo of {bx

{brand.Rectangle.Y} and {brand+<Rectangle.W]
}
UTDEXIZTDOWT ELWMEEF EWZFERLTLKESWD, 5 THEWMESIE DOWVA JZERLTLESY,
FEELWLEBIRIEICTIRAY MBI EShET,
Statements : Yes No

The code will return the namé o1 each detected brand with a
confidence equal to or higher than 75 percent.
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The code will return coordinates for the bottom-left corner of the
rectangle that contains the brand logo of the displayed brands.

The code will return coordinates for the bottom-right corner of the
rectangle that contains the brand logo of the displayed brands.
IEfiZ:




Statements
The code will return the name of each detected brand with a

confidence equal to or higher than 75 percent.

The code will return coordinates for the bottom-left corner of the
rectangle that contains the brand logc of the displayed brands.

The code will return coordinatés for the hott_om-ri__ght corner of the
rectangle that contains the brant \ogo/ofithe displayéd brands.

Explanation:

Query successful

An analysis of the provided code segment is needed to determine the truth value of the statements, which are not explicitly provided in the prompt. Since | don ' t have the statements, | will analyze the code and infer
common types of questions related to this code structure to provide a helpful response.

Code Analysis

The code segment is written in a C#-like syntax and iterates through a collection named brands .

C#

foreach ( var brand in brands)

{

if (brand.Confidence > =.75)

Console.WriteLine( $ " Logo of {brand.Name} between {brand.Rectangle.X} , {brand.Rectangle.Y} and

{brand.Rectangle.W} , {brand.Rectangle.H} " );

}

Iteration: The foreach (var brand in brands) loop processes each item (presumably a detected brand or logo) in the brands collection.

Filtering/Condition: The if (brand.Confidence > = .75) statement acts as a filter. It only processes a brand if its associated Confidence value (likely a floating-point number between 0.0 and 1.0) is greater than or equal to
0.75.

Output: For brands that pass the confidence threshold, a line of text is printed to the console using string interpolation ($ " " ).

It reports the Name of the brand.

It reports the bounding box coordinates, presumably X (horizontal position), Y (vertical position), W (width), and H (height), which are properties of the nested brand.Rectangle object.

Eﬁ:ﬁ: 22

Microsoft Power BiR— {1+ LiR— b &#ERR T BICIEAIZERT 2R ENHY M2

A. Power Bl Report Builder

B. Charciculator

C. Power Bl Desktop

D. the Power Bl service

IEfE: (EfEERTLET)

* Paginated reports are designed for printing or PDF generation, with table-style reports that span multiple pages.
* These are built using Power Bl Report Builder, a standalone tool.

* B. Charticulator is for creating custom visuals, not paginated reports.
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* C. Power Bl Desktop builds interactive reports, dashboards, and data models, not paginated reports.

* D. Power Bl Service is for publishing, sharing, and consuming reports, but not building paginated reports.
The answer: A. Power Bl Report Builder

Reference: Paginated reports in Power Bl

EFDTZ:;
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def analyze image(local image):
with open{local_image, “rb"™) as image stream:
image analysis = client.analyze image in_stream(
image=image_stream,
visual featuress|
VisualFeatureTypes.tags,
VisuvalFeatureTypes.description

]
)

for caption in 1mage_una1yaia.descriution.captinnﬁ:
print{f"\n{caption.téxt} with confidence {caption.confidence}™)
for tag in image_analysis.tags:

print{f"\n{tag.name} with ccnﬁde%ﬁ{t’ﬁMTC‘]’*O SOft

UTOEXIZDOWT ELWMESIE R ZBRLTLESVD, Z5THEWMESE DOA JZERLTESL,
AR ELWERISEITTI ARSIV FBFEESIET,

ANsSwer Area

Statements Yes No

The code will perform face recognition.

The code will list tags and their as;acﬁfﬁi a:ﬁf‘ Hstice.

The code will read m W‘F@@Qﬁ
IEfZ:

sumers g MiCrosoft w

The code will perform face recognition, ) O 1
The code will list tags and theinassociated eonfidence. g

The code will read an image file from the local file system. 3

Explanation:



Microsoftt

Statements Yes

The code will perform face recognition

The code wall it tags and thes aEscdatediconfidence
o

The code will read aghmage file from the local file system

Comprehensive Detailed Explanation

The given code is using the Azure Al Vision client library with the method:
image_analysis = client.analyze_image_in_stream(
image=image_stream,

visual_features=|[

VisualFeatureTypes.tags,

VisualFeatureTypes.description

]
)

Breakdown of the functionality:

VisualFeatureTypes.tags # Extracts tags (labels) describing the image (e.g., "dog", "tree", "outdoor"), including confidence scores.
VisualFeatureTypes.description # Generates captions (natural-language sentences) that describe the image.
The code explicitly iterates through tags and captions , printing both with their confidence values.

The image is read from the local file system using:

with open (local_image, "rb " ) as image_stream:

Face recognition is not included because the code does not request VisualFeatureTypes.faces .

Correct Answer Matrix:

Face recognition # No

Tags with confidence # Yes

Read image from local file system # Yes

Microsoft References

Azure Al Vision features (tags, description, faces, etc.)

analyze_image_in_stream method
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docker run —-—-rm —it -p 5000:5000 -—--memoky !h-_, '-155{1&59

mer . .microsoft.comfazure—cognitive—garyices .f.t-extanalyt ics/saentimant\

Eula=accept
Billing={ENDFOINT_URI} X\
ApiRKey={API_EKEY}

UTOEXIZDOWT ELWMESIF FUMZBERLTLSESWD, E5THWMESF DOWZ JEERLTLESY,



Statements Vou No

T T
Going to http://localhost:5000/status will query the. Azure e 'poiM icrosoft
to verify whether the API key used to start the container is valid. O

The container logging provider will write log data. O ®
Going to http://localhost:5000/swagger will provide the details

to access the documentation for the available endpoints. O O
1E fZ:

Statements

Going to hitp://localhost:5000/status will query the Azure endpoint
to verify whether the API key used to start the container is valid.

The container logging provider will write log data.

Going to http:/Ig€alhost:5000/swagger will provide the details
Grn@ibh

to access the dpeume dri fdr e endpoints.
Explanation:
Statements ] :

VI ICYe®SsOft No
N

Going to http://localhost:5000/status will query the Azure endpoint |

to verify whether the APl key used to start the container is valid. O O

The container logging provider will write log data. o O

Going to http://localhost:5000/swagger will provide the details o

to access the documentation for the available endpoints. O O

Box 1: Yes

http://localhost:5000/status

: Also requested with GET, this verifies if the api-key used to start the container is valid without causing an endpoint query.
Box 2: Yes

The command saves container and LUIS logs to output mount at C:\output, located on container host Box 3: Yes



http://localhost:5000/swagger

: The container provides a full set of documentation for the endpoints and a Try it out feature.

With this feature, you can enter your settings into a web-based HTML form and make the query without having to write any code.
After the query returns, an example CURL command is provided to demonstrate the HTTP headers and body format that's required.
Reference:

https://docs.microsoft.com/en-us/azure/cognitive-services/luis/luis-container-howto
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| 'Micrgsoft Bot Framework Composer
i?héﬂ‘ﬁxzure portal
Speker Recognition
Speech-to-text |
Jext-to-speechi | = || Lol |

Iﬁﬁ’i:
Answer Area -
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To build narration for video training content using Custom Neural Voice, we must know where each step is done:
Creating a Custom Neural Voice

A Custom Neural Voice is a text-to-speech (TTS) feature within Azure Al Speech.
It allows you to create a unique, natural-sounding synthetic voice.

The correct tool to build and configure a custom voice is the Speech Studio portal.
Not the Language Understanding portal (LUIS), Azure portal directly, or Bot Framework Composer.
Generating narration

Narration requires converting written text into speech.

This is done via the Text-to-Speech service in Azure Al Speech.

Other options:

Language Understanding # For intent/utterance processing, not narration.
Speaker Recognition # For identifying/authenticating speakers, not narration.
Speech-to-text # Converts spoken words to text (the opposite direction).

Thus:

Custom Neural Voice # Speech Studio portal

Narration # Text-to-speech

Correct Answers:

Custom neural voice: The Speech Studio portal

Narration: Text-to-speech

Microsoft References

Custom Neural Voice in Speech Studio

Text-to-Speech overview
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Answer Area

| IV T
m Microsoft
{
Console. WriteLine{"Enter text to translate or “exit':"):
string dnput = Console.Readiine();
if (input.Tolower() == "exit") bresk;

Response<IReadOnlylist<TranslatedTextItem»» translationResponse =

swait client,Translatedsyne

[ TransisteasynetargetLanguad
Translate(targelLa inf

IReacdnlylist<TranslatedTextiten
TranslatedTextItem translation =
string sourcelanguage = translatiod?.Detectedlanguage?.Language;

Console.Wreiteline(S" {ingut}' trensleted from {sourcelarguagel to {translation?.Transletions(0].To} as

while (true)

i
Console.WritelLine{"Enter text to translate or "exit':");
string input = Consola.Readline(); 0
if (input.TolLower() == “2xit™) bresk; G

L

RecponsedIReadOnlylistiTranslatedTaxtiten>> tranclationResponze =

swalt client.Translatedsyne

Console.Writeline($" " {input}' tran

B fron {sourceLanguage} to {transistion?.Trenslations{d].To} as

BE\icros

Explanation:

| [translation?.TransiationsTo2.Text). . ™
translations.Value'.);
translations[0] text .k
[Translations. Text]'.");

JLonfigureawslit(false);

| translations.Value'."};

G




Answer Area

In the Azure Al Translator .NET SDK ( Azure.Al.Translation.Text ), the TextTranslationClient exposes TranslateAsync overloads that accept a target language (e.g., " fr " ) and an input string to translate. The call returns a
Response < IReadOnlyList < TranslatedTextltem > > . Each TranslatedTextltem includes the automatically detected source language ( DetectedLanguage.Language ) and a collection of translations in Translations . To
print the translated text for the first target language, read translation.Translations[0].Text .

Therefore:

Use TranslateAsync(targetLanguage, input) to perform the translation.

Output translation.Translations[0]. Text to display the translated result.

Microsoft References

TextTranslationClient. TranslateAsync method (overloads, usage). Microsoft Learn TextTranslationClient class overview. Microsoft Learn TranslatedTextltem model and Translations property (array of translation results).
Quickstart: Translator text client libraries (end-to-end usage pattern). Microsoft Learn
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Azure!') V—REKEEREDAzure!) —2 a3 T TOA T EIRBERHYET, ) V—R L BRIESHERTITHE=OIFERINET,
AVYREEDESITHEUHTBENHY FIM7?

A. create_resource (res1"  "ContentModerator" "S0" "eastus")

B. create_resource (res1"_  "TextAnalytics" K "S0" "eastus")

C. create_resource (res1"_  "ContentModerator" "Standard", "East US")

D. create_resource (res1"_  "TextAnalytics" "Standard", "East US")

IEfR: (EfEZERTLET)

To perform sentiment analysis, we specify TextAnalytics, not ContentModerator.

Possible SKU names include: 'F0','F1','S0','S1','S2','S3','S4','S5','S6','S7','S8' Possible location names include: westus, eastus Reference:
https://docs.microsoft.com/en-us/powershell/module/az.cognitiveservices/new-azcognitiveservicesaccount
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P4 34 | 1,8
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EfE:C(AAV FEHEKT D)

Azure Al Video Indexer (VI) imposes limits on both file duration and file size:

Duration: Up to 6 hours for all presets; Basic Audio preset supports up to 12 hours.

Size: When uploading from your device, the limit is 2 GB (uploading by URL allows up to 30 GB).

Formats: MP4, AVI (video) and MP3 (audio codec/file) are supported.

Evaluating each file:

File1 - MP4, 34 mins, 1,500 MB: Within 6-hour duration and under 2 GB # Supported.

File2 - AVI, 500 mins (#8h20m), 1,700 MB: Exceeds the 6-hour limit # Not supported.

File3 - MP3, 300 mins (5h), 980 MB: Under 6 hours (and also under the 12-hour Basic Audio limit) and under 2 GB # Supported.

File4 - MP4, 350 mins (#5h50m), 2,800 MB: Duration is under 6 hours but size exceeds 2 GB for device uploads # Not supported (unless uploaded by URL, which the question doesn't state).
Therefore, the files you can upload and analyze (under standard device upload constraints) are File1 and File3 only.

Microsoft References

Support matrix & limits - file duration (6h for all presets; 12h for Basic Audio), device upload size limit 2 GB; supported formats (MP4, AVI, WAV, etc.) and audio codecs including MP3. Microsoft Learn Release notes -
increase of duration limit from 4h to 6h (and 12h for Basic Audio). Microsoft Learn Upload guidance - device upload 2 GB vs 30 GB via URL.
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Actions Answer Area

Train @ cus'om model

Label the sample documents @

' Create a new project and load sample documents

Create a composite model

1E fiz:

Actions Answer Area

1 Train a custom model ‘ Create a new pro;ect and lc:-ad sample documents J

e TR L T P DR R ___ B R e PR ., B

Il Create a new project and load sample ducuments

Label the sample documents ﬂ @

E_Create a composite model

Explanation:

Step 1: Create a new project and load sample documents

Create a new project. Projects store your configurations and settings.

Step 2: Label the sample documents

When you create or open a project, the main tag editor window opens.

Step 3: Train a custom model.

Finally, train a custom model.

Reference:
https://docs.microsoft.com/en-us/azure/applied-ai-services/form-recognizer/label-tool
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Bdtract text: [ComputerVision &
| Azure Cognitive Search

Computer Vision

| Form Recognizer

-

Berform sentiment analysis: | Lanquage x.
| Azure Cognitive Search @J

Computer Vision

M i C ro S Oft | Form Recognizer

Language

OMPULET VISION
pgure Cognitive Search

g @ ‘omputer Vision
- K@ N. [Form Recognizer _
T}p ﬂ g%ﬁ ‘ 'orm sentiment analysis: L_L_a_r_‘ggme

| Azure Cognitive Search
Computer Vision
| Form Recognizer

Explanation:

Extract text: Computer Vision

Perform sentiment analysis:  Language

BRMcrosoft

You have press releases stored as PDF files. The task involves two parts:

Extract text

The correct service for OCR and text extraction from images and PDFs is Azure Computer Vision (specifically, the OCR and Read API).
While Form Recognizer can also extract text, it is primarily used for structured documents like invoices, receipts, or forms. Since the documents here are press releases (unstructured text), the best service is Computer
Vision.

Perform sentiment analysis

Sentiment analysis falls under natural language processing (NLP).

The correct service is Azure Al Language (Text Analytics API).

It provides sentiment analysis, opinion mining, key phrase extraction, entity recognition, and more.

Why not other options?

Azure Cognitive Search is used for search indexing, not OCR or sentiment.



Form Recognizer specializes in structured document extraction, not sentiment analysis.
Computer Vision cannot perform sentiment analysis (only visual/text extraction).
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IEf#: (EfEZRTLET)

Comprehensive Detailed Explanation

You are working with a custom question answering project in Azure Al Language (formerly QnA Maker).

The requirement is to enable the chatbot to engage in multi-turn conversations.

Multi-turn conversation: This occurs when a bot needs to ask clarifying questions or present follow-up options to guide the user toward the right answer.
Now let's evaluate the options:

A). Add alternate questions

Alternate questions help improve query matching by allowing different phrasings of the same question.

This does not enable multi-turn dialogue.

B). Enable chit-chat

Chit-chat adds conversational personality (e.g., greetings, small talk).

Useful for user engagement but not for structured multi-turn dialogues.

C). Add follow-up prompts #

Follow-up prompts allow you to define next-step questions after an answer.

They are the key mechanism in custom question answering to enable multi-turn conversation flows.

Example: If the answer is about " subscriptions, " the follow-up prompts might include " How to upgrade? " or " How to cancel? "
D). Enable active learning

Active learning helps improve accuracy by suggesting alternative phrasing for questions based on user feedback.

This is for model refinement, not multi-turn conversation.

Thus, the correct way to configure the project for multi-turn conversations is to add follow-up prompts.

The answer: C. Add follow-up prompts

Microsoft References

Custom question answering in Azure Al Language - Multi-turn conversations Custom question answering overview
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pudlic stetic wold Checkbanguape({TextTranslationClient client, string languege)

AesponseibetlanguagesResulty languagesResponse = pwalt
client, GRtLanqUAGESASYNE »  ($cope:Ttrangl ) Cond fgureawalt (false);
&!ugugn 0

{ TranslationRecognizer &

GeTLanguageiAssult languages = Jhﬂiaﬂiw- alue)

i (languages.Translation, _ED’t "'_ [language})
€

Congole, Writelins(§"5orry, (language} 5 mat & supportsd lamguags.”);

return false;

eudlic stetic wvold Oheckienpuage{TextTronslationllient client; string lenguege)

FesponeGetlanguepgeseul s languagsiResponss = saalt

glisAg. GetLanguagesisyne » [icope:=tradilation®).Conflgureduwalt(falisl;
i..ﬂt.l'.ﬂ S

+ TramslationRecognaer

return 1R | GRvAGerDdR .
- wWhate

Consale wrlteline{f"Sorry, {(lsnguage} 1t not & supeorted Lampusge.™);

return falsa;

Explanation:



Ancwer Area

y String langusge

ResponseiGetlangusgesResult> 1

GetLanguagesasync - scope:“translation;

sult languages = languagesResponse.Vallle;

ContamskKey bl

To validate that an input language is supported for translation, call the Translator SDK's GetLanguagesAsync with scope: " translation " to retrieve the supported languages. The call returns a GetLanguagesResult, whose
Translation property is a dictionary keyed by language codes (e.g., "en ", "it" ). You can then check membership with ContainsKey(language) . If the key exists, the language is supported; otherwise, it isn't.

This matches the .NET Translator client design:

TextTranslationClient.GetLanguagesAsync(...) fetches supported languages.

GetLanguagesResult. Translation is a dictionary of translation-capable languages, so ContainsKey is the correct check.

Microsoft References

TextTranslationClient.GetLanguagesAsync (overview and signature).

Languages REST reference - use scope=translation to get languages supported for translation. Microsoft Learn GetLanguagesResult class - Translation dictionary property.
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Scenario Recap:
You provision a QnA Maker service in a new resource group (RG1) with an App Service plan (AP1).
What gets created automatically?
When provisioning QnA Maker:


https://www.jpnshiken.com/q/68800-6423334/

* Azure App Service (to host the QnA Maker endpoint).

* Azure Cognitive Search (to store and index the knowledge base).

* Azure Storage (for logs, intermediate data).

* Azure SQL Database (for storing KB content in structured form).

However, only two are mandatory/automatic in the scope of the exam context.

* Azure App Service (E)

* Azure Cognitive Search (D)

The answer: D. Azure Cognitive Search and E. Azure App Service

Reference:QnA Maker architecture

"When you create a QnAMaker resource, you host the data in your own Azure subscription. Azure Search is used to index your data." & "When you create a QnAMaker resource, you host the runtime in your own Azure
subscription. App Service is the compute engine that runs the QnA Maker queries for you."
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You might want to manage the translation and localization for the language understanding content for your bot independently.
Translate command in the @microsoft/bf-lu library takes advantage of the Microsoft text translation API to automatically machine translate .lu files to one or more than 60+ languages supported by the Microsoft text
translation cognitive service.
What is translated?
An .lu file and optionally translate Comments in the lu file
LU reference link texts
List of .lu files under a specific path.
Reference:
https://github.com/microsoft/botframework-cli/blob/main/packages/luis/docs/translate-command.md
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A. Azure.Al. Translation. Text

B. Microsoft.CognitiveServices.Speech

C. Azure.Al.Translation.Document

D. Azure.Al.Translation.Speech

IEf#: (EfEZRTmLET)

For a social media messaging app that must identify the language of text messages in real time, the most direct SDK is the Azure Al Translator - Text Translation SDK. Its client libraries (e.g., Azure.Al. Translation.


https://www.jpnshiken.com/q/68800-6423335/
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Text in .NET) include a language detection operation that returns the detected language code and a confidence score, which is exactly what you need for real-time text scenarios.

Other options are not a fit:

Microsoft.CognitiveServices.Speech is the Speech SDK for speech-to-text, TTS, and speech translation (audio), not text-only language detection.

Azure.Al.Translation.Document targets asynchronous document translation workflows, not short text message detection. Microsoft Learn Azure.Al.Translation.Speech isn't the package used; speech translation is covered
by the Speech SDK package above. Microsoft Learn Microsoft References Text Translation SDK overview (supports language detection): Azure Al Translator. Microsoft Learn DetectedLanguage in
Azure.Al.Translation.Text (returned by detect operation). Microsoft Learn Quickstart: Translator text client libraries. Microsoft Learn Install/use the Speech SDK (contrast with text scenario). Microsoft Learn Document
Translation SDK overview (not applicable to short text detection). Microsoft Learn
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Answer Area

Parallel.For (0, PersonCount, async i =>
{
Guid personld = persons[i] .Personld;
string personImageDir = $"/path/to/person/{i}/images";

foreach (string imagePath in Directory.GetFiles (personImageDir, "*.ijpg"))
{
using ( w t = File.OpenRead (imagePath}))
File
Stream
Uri
Url
{
await faceClient.PersonGroupPerson. v

AddFaceFromStreamAsync
AddFaceFromUrlAsync
CreatelAsync

GetAsync

(personGroupId, personId, t);



RITISWET Ared

Parallel.For (0, PersonCount, async i =>

{
Guid personld = persons|[i] .Personld;
string personImageDir = $"/path/to/person/{i}/images";
foreach (string imagePath in Directory.GetFiles (personImageDir, "*.ijpg").
{
using ( w t = File.OpenRead (imagePath))
File
P ]
 Stream
Uri
Url
{
await faceClient.PersonGroupPerson. v

AddFaceFromUrlAsync

CreateAsync
GetAsync
(personGroupld, personld, t):;
}
}
2 B
Explanation:

Comprehensive Detailed Explanation

You're adding multiple images for each person into a PersonGroup using the Face APl SDK.

File.OpenRead(imagePath) returns a Stream, so the using declaration must declare Stream t = File.OpenRead (imagePath) .
To upload an image from a stream to a person in a person group, call
faceClient.PersonGroupPerson.AddFaceFromStreamAsync(personGroupld, personld, t); Putting it together:

Parallel.For( 0 , PersonCount, asynci = >

{

Guid personld = personsJi].Personid;

string personlmageDir = $ " /path/to/person/ {i} /images " ;

foreach ( string imagePath in Directory.GetFiles(personlmageDir, " *.jpg "))



{
using (Stream t = File.OpenRead(imagePath))

{

await faceClient.PersonGroupPerson.AddFaceFromStreamAsync(

personGroupld, personld, t);

}

}

b;

This loops the images for each person, opens each as a stream, and adds the face to the specified person in the person group.
References

Microsoft Docs - Face API: Add a face to a person ( AddFaceFromStreamAsync , AddFaceFromUrlAsync ) in PersonGroupPerson operations.
https://learn.microsoft.com/azure/ai-services/face/ (see SDK/PersonGroupPerson methods) NET File.OpenRead returns Stream .
https://learn.microsoft.com/dotnet/api/system.io.file.openread
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Scenario Recap

You have a web app app1 running on VM1 in vnet1.

You plan to create an Azure Cognitive Search service (service1).

Goal: Ensure app1 can connect to service1 without routing over the public internet.


https://www.jpnshiken.com/q/68800-6423338/
https://www.jpnshiken.com/q/68800-6423339/

Proposed Solution
"You deploy service1 and a public endpoint to a new virtual network, and you configure Azure Private Link." Analysis Azure Cognitive
Azure Cognitive Search supports Private Endpoints via Azure Private Link.

Search and Private Link:

When you configure a private endpoint, the service is accessible privately over the virtual network and traffic does not go over the public internet.

You can still keep a public endpoint enabled optionally, but access from your VM can be restricted to the private endpoint.

Key Point: The solution specifies using a public endpoint AND a private link.

This still meets the requirement because Private Link ensures that VM1 in vnet1 communicates with service1 privately.

The existence of the public endpoint does not force traffic to go public - traffic from the private endpoint is routed over the VNet.
Conclusion

Yes, this solution meets the goal because Private Link provides secure, private connectivity to Cognitive Search, avoiding the public internet.

The Answer: A. Yes

Microsoft References

Secure access to Azure Cognitive Search with Private Link
Azure Private Link overview
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public static async Task ReadFileUrl (ComputerVisionClient client, string urlFile

{
const int numberOfCharsInOperationld = 36;

var txtHeaders = awailt client.ReadAsync(urlFile s language: "en");

string opLocation = textHeaders.OperationLogatiorn;
string operationld = oplLocation.Substring{(opDL®cation.Length -
numberOfCharsInOperationld) ;

ReadOperationResult results;
results = await client.GetReadReéSmltAsync (Guid.Parse (operationId)):;

var textUrlFileResults = rgstults.AnalyzeResult.ReadResults;
foreach (ReadResult page in textUrlFileResults)
{

foreach JLIn® line in page.Lines)
{
Console.WriteLine(line.Text);

}

}

)

TR M2 HAEY BENSTE T I BHIIC GetReadResultAsync * Vv FOEUH LATTHhh b Z EnbhmY £3,
RAHEYIRENT T I 5 FE T, GetReadResultAsync »* Vv KRITESNE WL S IZTEIRELAHY T,

EITITRE2DDTVVIVEENTID, ENTNDOEREIFBREO—MERLTVET, (2 DBRLTLLEZEWN,) T ERORBIRIEITTI RSV MBMESHFET,



A. Guid.Parse(operationld) /85 * —4%2 #HIBR LET,

B. results.Status fEZ#&5E9 51— RZEMLFT,

C. txtHeaders.Status {EDIKREZ MR T H1— FZEMLFET,

D. GetReadResultAsync ~NOEUHE Lx ERFZESTIIL—TRIZCS YT LET,

EfR: (EffZzRTLET)

Comprehensive Detailed Explanation

The method shown uses the Read API of the Azure Computer Vision client library. The ReadAsync call submits the OCR job and returns an Operation-Location header, which contains the operationld. Then
GetReadResultAsync(Guid.Parse(operationld)) is called to fetch the result.

The Issue

The Read APl is asynchronous.

Submitting the read request does not mean the OCR has finished.

If you immediately call GetReadResultAsync , the operation may still be in progress, resulting in incomplete or empty results.
Required Fixes

Check the results.Status property

The response from GetReadResultAsync includes a status property.

Possible values: notStarted , running , succeeded , failed .

You must wait until the status is succeeded before processing results.

This ensures you don't attempt to read lines before OCR has completed.

This corresponds to B.

Wrap in a loop with delay

Since OCR takes time, you need to poll the service until the status becomes succeeded or failed .

A typical pattern is:

ReadOperationResult results;

do

{

results = await client. GetReadResultAsync(Guid.Parse(operationld));

await Task.Delay( 1000 ); // wait 1 second before retrying

}

while (results.Status == OperationStatusCodes.Running || results.Status == OperationStatusCodes.NotStarted); This corresponds to D.
Option Analysis

A). Remove the Guid.Parse(operationld) parameter

Incorrect. The operationld is required to fetch the OCR results.

B). Add code to verify the results.Status value

Correct. You must check whether the operation has completed.

C). Add code to verify the status of the txtHeaders.Status value

Incorrect. txtHeaders only contains metadata and the operation location. The OCR completion status comes from the results.Status in the GetReadResultAsync response, not from txtHeaders .
D). Wrap the call to GetReadResultAsync within a loop that contains a delay Correct. This is how you poll until the operation has finished.
The answer: B and D

Microsoft References

Azure Computer Vision Read API

Read text using the Computer Vision client library
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Scenario Recap:

* Goal: Ensure app1 (on VM1 in vnet1) can connect to service1 (Azure Cognitive Search) without routing over the public internet.

* Proposed Solution: Deploy service1 with a public endpoint, and configure an IP firewall rule.

Analysis:

* |IP firewall rules restrict which public IPs can access a service.

* However, traffic still routes over the public internet. The firewall only filters access, it does not provide private connectivity.

* To avoid internet traffic, you must use Private Link (private endpoint).

The answer: B. No

Reference: Secure access to Cognitive Search with Private Link
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Answer Area .

=" Microsoft

<MSTLSIEXpress-as role - ="YoungAdultFemale® | style ¥ ="gantle”>
(role '
style | style
styledegree | styledegree I
type "
Voice _ | voice !

: 1

How can I assist you?

£/mstts ieXpress-as>

1F fi%:
Answer Area . ' M . ft
<mstts:express-as role *  ="YoungAdultFemale® it'!'g_ | ™ ="gentle">
'_lrule
style Mstyle :
styledegree } | styledegree
type
voice ) | voice
How can I assist you?
{/mstisiexpress-asy

Explanation:

cmEtES I eNpress-a role a"h’@%ﬂt!enale' style a“gentle"s

How cen 1 assist you? }A%
@Tsuxpr:u-up = at
“Microsoft &

You are creating an SSML file for a text-to-speech app using a custom neural voice.
Requirements:

Expresses a calm tone # corresponds to style (e.g., " gentle " ).

Imitates the voice of a young adult female # corresponds to role (e.g., " YoungAdultFemale " ).
Key Knowledge:

In Speech Synthesis Markup Language (SSML) with Microsoft Azure TTS:

< mstts:express-as > supports attributes such as style, role, styledegree, voice, etc.




role # controls persona/age/gender (e.g., " YoungAdultFemale " ).
style # controls the speaking tone/intonation (e.g., " gentle ", " calm " , " chat").
Code Completion:

< mstts:express-as role =" YoungAdultFemale " style = " gentle " >
How can | assist you?

</ mstts:express-as >

Verified Answer:

First dropdown: role

Second dropdown: style

Microsoft References:

Azure Speech SSML - express-as element

Speech synthesis styles and roles

# Final Answer:

role =" YoungAdultFemale "

style = " gentle "
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Actions

i Select Full training and train the mode

i Upload the training data as a JSON file

Upload the travming data as a POF Tile
it Zelect Dictionary-only training and train the modal

it Test the model

it Publich the mot




i Select Full tﬂlrung .md train thq.' mudcl

i Upload the training data as a JSON file

13: Upload the training data as a PDF file ek B R e R '

e — . —

[ ¥ Select Dicti training and train the model [ NN i O roitie - S SITm Bl NS
Dictionary-only ng

o o m e e mm o m m m e e e me e mm e o e e e

e

lEE Test the model

i Publish the rnndel

Explanation:

iii Select FuH m.mr.g and train the m 1T |B Upl:l-.ld the uainypgeadta as a PDF file

=

[ii Upload the training data as a JSON file % Salagt Dictionary-only training and train the model

2
3 |3 Test the model
4

2 Publish the model
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new ChatCompletionsOptions()

{ R

I:esugex ’ Q &

ChatRole Assistant
ChatRole.Function
ChatRole System

#\
v LT fature ¥ | = (float)1.0,
9 ChatRole.User

PresencePenalty

*\Q"‘ e

MaxTokens = 800,

=" Microsoft

" » 9‘“:]




new ChatCompletionsOptions()

{

Messages =

{

new ChatMessage( ChatRole User
ChatRaole.Assistant
ChatRole. Function

= Microsoft ettt

&

[ Temperature w | - (float)1.0,
| ChatRole.User
PresencePenalty

MaxTokens = 898,

i

Explanation:

Answer Area e
B

hy
b

|. |
‘Microsoft.go

Mesk ages®=

e .

new ChatMessage( ChatRole.User i @)
},
Temperature ¥ = (float)1.0,
A = MaxTokens = 800,
Y
To generate less deterministic and more creative respc.>;1.:s,e; .I\\Nith Azure OpenAl chat completions, increase the Temperature setting. Temperature controls sampling randomness: higher values (e.g., ~0.8-1.0) yield more

diverse/creative outputs; lower values (~0-0.2) are more deterministic.
The message being sent in the Messages collection is the user's prompt, so the correct role is ChatRole.User .



The role does not control creativity; it only tells the model who authored the message (system/assistant/user

/function). Creativity is governed by parameters such as Temperature (and, to a lesser extent, TopP ).

PresencePenalty biases against repeating seen tokens/topics but does not primarily increase creativity in the intended way.
So the code should look like:

new ChatCompletionsOptions()

{

Messages =

{

new ChatMessage(ChatRole.User, @ " < user prompt here > "),

3

Temperature = ( float ) 1.0,

MaxTokens = 800 ,

2

Microsoft Azure Al Solution References

Azure OpenAl Service - Chat Completions parameters (Temperature controls randomness/creativity; higher = more diverse results).
Azure OpenAl Service - Message roles in chat ( system , user, assistant , function ) and their purposes.

Azure OpenAl Service - Presence/Frequency penalties vs. Temperature (penalties reduce repetition; temperature changes creativity).
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Azure Al Agent Service projects are created and managed in Azure Al Foundry (ai.azure.com). Foundry provides the "project" workspace where you configure agents, connect tools (like speech and search), and use your
Azure OpenAl deployments. Language Studio and Speech Studio are for the classic Language and Speech services respectively, and the Azure portal is used to create resources-not the agent project itself.
The Microsoft docs explicitly state you start by creating an Azure Al Foundry project to build agents.
References
What is Azure Al Foundry Agent Service? - "To get started... create an Azure Al Foundry project." Microsoft Learn Create a project in Azure Al Foundry (projects organize agents, files, evaluations). Microsoft Learn
Quickstart: Create an agent in Azure Al Foundry Agent Service. Microsoft Learn
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Actions Answer Arca
Change Domans 1o General {compact)

Retram the model

Create a new classificaticon model

Change tThe classihicabwon Type

Export the model

1E fiz:

4.
Actions Answer Arca
e B R
Change Domans 1o General (compact) | | Change Domarns 1o General (compact) I

- e . e e s e e

— e e e e e e S S e e S e e e e e e

:

Explanation:

Change Domains to General (compact).

Retain the model.

Export the model.

You have a Custom Vision project that performs object detection. The project currently uses the General domain. You need to export the trained model for offline use (on a disconnected network).
Steps required:

Change Domains to General (compact).

Export is only supported with a Compact domain.

The General (compact) domain is optimized for exporting to devices (e.g., ONNX, TensorFlow, CoreML, etc.).
If you stay in "General" domain, you cannot export.

Retain the model.

After switching domains, you must retrain the model in the new compact domain to generate updated weights.
Export the model.

Once retrained in a compact domain, you can export the model for offline deployment.

Export formats include ONNX, TensorFlow, CoreML, or Docker container, depending on use case.

Why not the others?

Create a new classification model # Not needed; you already have an object detection model.

Change the classification type # Incorrect; the problem is with the domain type, not classification type.
Correct Answer Order:

Change Domains to General (compact).

Retain the model.



Export the model.

Microsoft References

Export a model from Custom Vision
Domains in Custom Vision
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version”: “1.3%,
“body”: [
{

“type”: "TextBlock”,

“size”: “Medium”,

“weight”: “Bolder”,

“text”: “§{ |v o

" if(language = = ‘en’, ef name)
= 'Microsoft name

name.en
name[language]

t\typelr: “TEK-tBlOCk”;
Al v
“Swhen”: “${stockLevel | = ‘OK'}"
“$when": “${stockLevel = = ‘OK’}"
*Swhen": “${stockLevel. OK}"

color : Attention

“type”: “Image”,
“url”: “${image.uri}”,

“size”: “Medium”,

“alText”: “$({ v

image altText en
image.altText.language

} Image.altText['language”]
iImage.altText[language]
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version”:
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{

“type”:
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“EaRE" :

8™ \licrosoft
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{
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\‘1 = 3."',.

“TextBlock”,
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name.en |
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“size”:
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Explanation:

: Attention

% Imaqe FF ¢
“${image.uri}”,
“Medium”,
L1 S {

image altText.en
Image.altText.language
Image altText[ language”]
iImage.altText[language]

el
|




ver &8V C1080
“holy = [
{

“type”: “TextBlock”,

gize"™: Madium®,

weilght”: "Bolder”,

"EaxtY : M5 v
if(language = = "en’, 'en’, name)
name
Nname.n
namellanguage]

}s
{
saype”: “"TextBlock”,
| v
“$when™. "${stockLevel ! = 'OK'}"
“$when": “${stockLevel = = "OK'}"
“$when”: “${stockLevel OK}"
color Attention
br
{
“type”: “Image”,
“url”: “S{imagqe.™1}"§
“size”: “Medam¥n",
“"alText” » Ul v
} image aftText.en
: image.altText.language
} image.altText['language’]
image.altText[language]

Comprehensive Detailed Explanation

The requirement is to build an Adaptive Card for the chatbot that supports multilingual product display and meets accessibility requirements.
Product Name Display

The product JSON stores localized names like " name": {"en":"...","es":" .. ",
To dynamically render based on the current language, you must use name[language].
This ensures the product name shown in the card adapts automatically to the user's preferred language.
Stock Level Warning

Business rules require warnings when stock is low or out of stock.

This means you display the stock warning only when stockLevel is not' OK ' .

Therefore, the correct condition is:

"$when " : " ${stockLevel I="OK'}"

Image Alt Text for Accessibility

"pt":". "}



Accessibility requirements specify that all images must have alt text in English, Spanish, and Portuguese.
In the product JSON, " alttext " is also localized:

"altText":{"en":"Bicycle","es":"Bicicleta", " pt": " Bicicleta " } To render the correct localized alt text dynamically, use image.altText[language].
Correct Selections:

First blank: name[language]

Second blank: " $when " : " ${stockLevel =" OK'}"

Third blank: image.altText[language]

Microsoft References

Adaptive Cards Templating

Adaptive Card $when property

Multilingual data in Azure Cognitive Search and Adaptive Cards
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public asyngg@easkinalyzeImage (ComputerVisionClient client, string locallmage)
{
ListElisualFeapurargoes>| fgatugesd & hew List<VisualFeatureTypes>()
{
VisualFeatureTypes.Description,
VisualFeatureTypes.Tags,
}i
using (Stream imageStream = File.OpenRead(locallImage))
{
LIy
{
ImageAnalysis results = await client.AnalyzeImageInStreamAsync(imageStream, features);

foreach (var caption in results.Description.Captions)
Conscle.WriteLine (5" (caption.Text} with confidence {caption.Confidence}®);
}

foreach (var tag in resilts.Tags)
{
Console.Writeline (5" (tag.Name} {tag‘Ccnfidence}"}:
}
}
catch (Exception ex)
{
Console.WritelLine (ex.Me==age) ;
}
}

}

UTOEXIZDOWT ELWMESIE R ZERLTLEESWD, Z5THEWMESE DOWA JZERLTESL,


https://www.jpntest.com/shiken/AI-102J-mondaishu
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Answer Area
Statements

The code will perform face recognition.

The code will list tags and their associated confidence.

The code will r=ad/a Hld feamEhelocal file system.

Answer Area

Statements Yes No
The code will perform face recognition. ;__ ":.__
The code will list ta?‘s and their assnciated confidence. [: B
The code will read a file ﬁfom "the*sjcafﬁle system. 0! 0

Explanation:

The code will perform face recognition # No

The code will list tags and their associated confidence # Yes

The code will read a file from the local file system # Yes

The given method uses the Computer Vision client library:

It specifies the features:

List < VisualFeatureTypes > features = new List < VisualFeatureTypes > ()
{

VisualFeatureTypes.Description,

VisualFeatureTypes.Tags,

2

That means it will return descriptions (captions) and tags from the image.
The image is opened from the local file system:

using (Stream imageStream = File.OpenRead(locallmage))

The analysis call:

ImageAnalysis results = await client.AnalyzelmagelnStreamAsync(imageStream, features); It prints captions and tags with their confidence values.
Statement Analysis

"The code will perform face recognition."

No.

The requested features are Description and Tags , not Faces .



Face recognition would require VisualFeatureTypes.Faces .
"The code will list tags and their associated confidence."
Yes.

The foreach (var tag in results.Tags) loop outputs tag name and confidence.
"The code will read a file from the local file system."

Yes.

It uses File.OpenRead(locallmage) which reads from disk.
Final Answer

The code will perform face recognition # No

The code will list tags and their associated confidence # Yes
The code will read a file from the local file system # Yes
Microsoft References

Analyze an image with the Computer Vision API
VisualFeatureTypes enum reference
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D. Azure OpenAl
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https://www.jpnshiken.com/q/68800-6423349/

curl --location --request POST

"https://resourcel . cognitiveservices . arure, com ;’cantenuafeq
foontentmoderator

v] fimage:analyze :’_ Yapi-version=2024-00-81"
| /detect

--header 'Ocp-Apim-subscription-Key: aaemflb;_ii_ﬁdiqﬁﬂw@&kyt;;I:'FI":

A
K T IYT
--header ‘Content-Type: application/jsonf g L . M Ic FOSOft

--data-raw *|
“image”: {

"bloburl®: “https:f/ ﬂ‘.aragri .blab.core.windows . net fcontainer]

Microsoft

* ‘api-version=2024-89-81" \

ol

--header "Ocp-Apim-Subscription-Key: Jjeﬁdfm&a 43&5@“3
--header ‘Content-Type: application/jso \
--data-r ]
=t . (VO
"image™: [ 9
: a

“hlobUrl®™: “"https

gel.blob.core.windows.net/containerl

Explanation:



Answer Area

To validate that your Azure Al Content Safety resource can identify images containing potential violence, you must call the Image Analyze operation of Content Safety. The REST endpoint for this operation is:

POST {endpoint}/contentsafety/image:analyze?api-version=2024-09-01

This operation analyzes an image for the four harm categories Hate, SelfHarm, Sexual, and Violence.

Therefore, the correct base path is /contentsafety, and the correct operation is image analyze (shown in the hotspot as /imageanalyze).

Microsoft References

REST API: Analyze Image - POST {endpoint}/contentsafety/image:analyze?api-version=2024-09-01 ; categories include Hate, SelfHarm, Sexual, and Violence. Microsoft Learn Quickstart: Analyze image content with
Azure Al Content Safety (overview and examples). Microsoft Learn Harm categories concept (lists Violence among supported categories). Microsoft Learn
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B. FRENIER

C. 74— LFRHiMkeE

D. A RALEY 3y

IEfR: (EffZzRTLET)

Scenario Recap:

* loT data from 100 machines x 50 sensors x 1-minute intervals for 1 year = 5,000 time series datasets.
* Requirement: Detect unusual values (outliers) to predict failures.

Correct Service:

* Azure Anomaly Detector (A) is designed for time-series anomaly detection.

* It learns temporal patterns and detects anomalies in sensor/loT data streams.
* Other options:

* Cognitive Search = full-text search

* Form Recognizer = extract text/fields from documents

* Custom Vision = image classification

The answer: A. Anomaly Detector


https://www.jpnshiken.com/q/68800-6423351/

Reference: Anomaly Detector overview
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EfE:D(QAAV FEHKT D)

Azure Al Content Safety supports custom blocklists -dictionaries of terms/phrases you define to detect obscure or domain-specific offensive terms in user content. Creating a blocklist is the minimal-effort, built- in way to
meet this requirement; you don't need to build a classifier.

References

Create and use blocklists in Azure Al Content Safety.

https://learn.microsoft.com/azure/ai-services/content-safety/concepts/blocklists Text moderation overview (using built-in classifiers with optional blocklists).
https://learn.microsoft.com/azure/ai-services/content-safety/concepts/text-moderation
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Explanation:


https://www.jpnshiken.com/q/68800-6423352/

Step 1: The Authorization Header

When calling Azure Al Document Intelligence REST API, the correct header to authenticate is:
-H " Ocp-Apim-Subscription-Key: {yourKey} "

Key1 and Secret are not valid header names.

Subscription-Key is also not the standard header.

Correct choice: Ocp-Apim-Subscription-Key

Step 2: Selecting the Prebuilt Model

Since the file contains tabular data (tables, structured document), the right prebuilt model is:
prebuilt-document # extracts text, tables, structure, key-value pairs.
prebuilt-contract # specialized for contracts.

prebuilt-layout # extracts layout, lines, and words but not tables in structured form.
prebuilt-read # simple OCR only.

So the correct choice is: prebuilt-document

Final Completed Command

curl -i -X POST " {endpoint}/formrecognizer/documentModels/prebuilt-document:analyze?api-version=2023-
07-31 "\

-H " Content-Type: application/json " \

-H " Ocp-Apim-Subscription-Key: {yourKey} " \

-d " {"urlSource ' : ' https:// < your-storage > /test.pdf ' } "

Verified Answer:

Left box: Ocp-Apim-Subscription-Key

Right box: prebuilt-document

Microsoft References:

Azure Al Document Intelligence REST API

Prebuilt Document model
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"Qodata.type": "#Microsoft.Skills.Custom.WebApiSkill",
"description": "My custom skill description”,

"uri": "https://contoso-webskill.azurewebsites.net/api/process"
"context": "/document/organizations/*",

"inputs": [

{
" ", " ymame rrIr
mm. ?@E ment/ernganizations/*"
}
1,

"outputs": [
{
"name": "companyDescription",

}
]

UTOEFERIZDOVWT ZETHHEEIE FRIMZBERL TSV, ZALGEVESE DOV JZRIRL TS,
FEELVERIEICTRAY AT ESNET,

Answer Area . MJ&W rﬁsﬁf i Yes No

CompanyDescription is available forindexing.

The definition calls a web API as part of the enrichment process. O

The enrichment step is called only for the first organization under

“/document/organizations”.
1F f#:

Answer Area [ : |
%temc FQSOft_ Yes No

CompanyDescription is available, forjnde}('l'ng O ®
The definition calls a web API as ﬁért‘c')f the enrichment process. 'O O

The enrichment step is é"a_lfezd 'only for the first organization under

|
“/document /organizations”. -
Explanation:



Answer Area
Sto ements Yes No

CompanyDescription is available forindexing.
The definition calls aweb APL-as part of the enrichment process.

The enrichment step is called only for the first organization under

“/document /organizations”.

Code Recap (Custom Skill JSON Schema)

{

" @odata.type " : " #Microsoft.Skills.Custom.WebApiSkill " ,
" description " : " My custom skill description ",

uri " : " https://contoso-webskill.azurewebsites.net/api/process " ,

" context " : " /document/organizations/* ",

“inputs " : [

{

"name " : " companyName ",

" source " : " /document/organizations/* "
}

1,

"outputs " : [

{

"name " : " companyDescription "
}

]

}

Statement Analysis

CompanyDescription is available for indexing.

Yes.

The skill produces an output field called companyDescription . Outputs of a custom skill become part of the enrichment tree, which can then be projected into the search index or knowledge store.
The definition calls a web API as part of the enrichment process.

Yes.

This is a Web API skill ( @odata.type: #Microsoft.Skills.Custom.WebApiSkill ) with a uri pointing to
https://contoso-webskill.azurewebsites.net/api/process . This means an external web API is called to enrich data.

The enrichment step is called only for the first organization under /document/organizations .

No.

The context is set to " /document/organizations/* " , where the * means the skill runs for each element in the collection. It is not limited to the first element.
Final Answer

CompanyDescription is available for indexing # Yes



The definition calls a web API as part of the enrichment process # Yes

The enrichment step is called only for the first organization under /document/organizations # No Microsoft References Custom skills in Azure Cognitive Search Enrichment tree and skill context Reference:
https://docs.microsoft.com/en-us/azure/search/cognitive-search-output-field-mapping
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Azure Portal Z{# L T_Azure Cognitive Search H—EXDA T v 9 R Z M T 5 FE TI, Cognitive Search H—E R [F Azure SQL T—2 R— X2k L E9, Azure SQL T—4 XA—X[Z[E UserMessages & L
ST—TILBEENTIVET , User Messages DEITICIE, A—F—DNEELV—FIL AT T AvE—CODTHFR FEEL MessageCopy ELVS T4 —ILEAHY FF, 1—H—[X MessageCopy 7 « —JL FIZ
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B. i RZ X LERFNATEE
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D. 74 LAY VT ELVERIGARE

IEfE: (EfEZRRLET)

* Searchable # Field content is tokenized and added to the full-text index (supports free-text queries).

* Retrievable # Field values can be included in search results.

* Sortable # Used for ordering results, not required here.

* Facetable # Used for aggregation/filtering by categories, not required here.

* Filterable # Used for structured filters (e.g., WHERE conditions), not required here.

Reference: Azure Cognitive Search field attributes
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https://www.jpnshiken.com/q/68800-6423355/

apl_key = “FF256C6B8B883821638691ABD20@A4C626™

text = get_ text_to_be_ translated()

headers = {

*Content-Type"': “application/§son”,

‘Ocp-Apim-Subscription-Key': api_key

¥
body = {
TText®: texte,,

A Y 2R R
{conn = Attplib.HTTPSConnection

:&aﬁb.r-quttt('PDET",

response = conn.getresponse()

conn.reguest{"POST"

response = conn.getrespd

response_datas = respons

("apir.cognitive.microsoftiranslator.com”)
("api-apc.cognitive.microsofttransiator.com’)
i-nam.cognitive.microsofttranslator.com”)

str{body);

headers )




Answer Arca

api_key = “FF9S6C6565382185: ABD2008sfedB" ' =
text = get text_to_be_translated()
headers = {
‘Content-Type®: “application/json’,
"Ocp-Apim-Subscription-Key ' : api_lkay
i

body = '

"Text": Text
conn = httplib.uireSgonmection  [—
‘ {"apir.cognitive.microsofttranslator.com ) .
conn.request{ ~POSTITS I;- ﬂ_E“'EF’E}?__Q'HUH_F-L”'ELGE_C”H’9_]"‘31_&127-5_0"2 L.. o ]J
response = cgiin. getfrcsponse() {"api-nam.cognitive mtcrcsoﬂtranslator.g&r‘:"‘J_ r
Eonp - request{ " POST™, +» =tr{body), hesaderszs)
Sranslateffrom=en" -
FPonic = conn.getrespons “ftranslatefsuggestedFrom=en"
re=ponse_dats = response.r| /Jiransiatefto=—en’
detectfio=zen”

/detect?from=en|

Explanation:

API Endpoint Selection

The constraint states that the content of the text must remain within the Americas Azure geography .

" api.cognitive.microsofttranslator.com " : This is the global endpoint , which doesn 't guarantee data residency in a specific geography.

" api-apc.cognitive.microsofttranslator.com " : This endpoint refers to the Asia Pacific geography .

" api-nam.cognitive.microsofttranslator.com " : This endpoint refers to the North and South America (NAM) geography .

Therefore, to meet the data residency requirement for the Americas, you must select " api-nam.cognitive.

microsofttranslator.com " .

2. Path/Query String Selection

The requirement is to translate the text to a single language . The input text can be in " one of many languages, " meaning the source language isn ' t fixed and should be detected automatically. The language to translate
to is implied to be English ( en ) based on the options available and common translation scenarios.

" translate?from=en " : This is incorrect because it specifies the source language as English, which contradicts the " text can be in one of many languages " requirement (implying automatic source language detection).
" translate?suggestedFrom=en " : This is not the standard way to initiate a translation request and seems to suggest a source language, which is unnecessary if auto-detection is desired/possible.

" translate?to=en " : This is the correct and standard way to request a translation where the source language is automatically detected , and the target language is English ( en ) . This fulfills the translation requirement.
" /detect?to=en " / " /detect?from=en " : These endpoints are used for language detection and not for the translation itself. The prompt explicitly asks to develop code to translate the text.
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Services Answer Area 'a -
el Source Crackin cdtion! () € () Destination
Azure Blob storage 9 ﬁ'ﬁP Sl VOoUI'e

Custom Vision API

——ee3 - —eee>

Azure Files

Language
Understanding API

Translator API

Computer Vision
APl

Azure Cosmos DB

1E fi#:

Services Answer Area -

' i Source eracking\/ L C Y ( | Preparation Destination
Azure Blob storage 'V - O%sterior sl e i

Computer Vision
| Azure Blob storage —* | APl P -===> | Translator.API Azure Files
1 . s e i

v

T R R

Explanation:
Source Cracking Preparation Destination

‘Computer Vision | |
P ----> | Translator API --==> | Azure Files

‘Azure Blob storage --—->

Box 1: Azure Blob storage
At the start of the pipeline, you have unstructured text or non-text content (such as images, scanned documents, or JPEG files). Data must exist in an Azure data storage service that can be accessed by an indexer.



Box 2: Computer Vision API

Scenario: Provide users with the ability to search insight gained from the images, manuals, and videos associated with the products.
The Computer Vision Read APl is Azure ' s latest OCR technology (learn what ' s new) that extracts printed text (in several languages), handwritten text (English only), digits, and currency symbols from images and multi-
page PDF documents.

Box 3: Translator API

Scenario: Product descriptions, transcripts, and all text must be available in English, Spanish, and Portuguese.

Box 4: Azure Files

Scenario: Store all raw insight data that was generated, so the data can be processed later.

Reference:

https://docs.microsoft.com/en-us/azure/search/cognitive-search-concept-intro
https://docs.microsoft.com/en-us/azure/cognitive-services/computer-vision/overview-ocr
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PaaS databases reduce administrative overhead because Microsoft manages backups, patching, updates, and infrastructure.
Users always get access to the latest features without manual upgrades.

B is incorrect: Backup/restore is automated; you don't get full manual control.

C is incorrect: In-database ML services are supported in SQL Server (on-prem / laaS), but not natively in Azure SQL Database.
Reference: Azure SQL Database benefits
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https://www.jpnshiken.com/q/68800-6423358/

B. 0.0

C.7

D. 100

IEfE: (EfEZRTLET)

You are analyzing an image with Azure Al Content Safety using the following request payload:

{

"image " : {

"content" :" < base 64 string >"
2

" categories " : [

" Violence "

],
" outputType " : " EightSeverityLevels "

}

Key Points:

Category specified # " Violence "

The Content Safety API will check for violent content in the image.

Test image description # A simple circle.

This is not violent in any way.

Output type # " EightSeverityLevels "

This setting returns a floating-point severity score from 0.0 (no severity) up to 7.0 (highest severity).
Expected result:

Since the image is only a circle (non-violent), the violence severity level will be at the lowest possible value:
0.0

The answer: B. 0.0

Microsoft References

Azure Al Content Safety - Image moderation

Content Safety severity levels

B fE: 59

Azure Y TR9 1) T2 a EBEHTY,

HhIBR RIS #5895 Azure Al Search ) V—XR T 7AA 35BN HY FT,

JY—ZADXAX)LEY MIEDHEIRNEHMARAAFILITENTIH?

A. AzureOpenAltEHIAA X X)L

B. XERH A A AFIL

CIVTAT4VUIARXIL

D.TUT4T4RBHAFXIL

IFfi#: (EfiZ R LET)

To "recognize geographic locations" in Azure Al Search enrichment, add the EntityRecognitionSkill to your skillset. This built-in cognitive skill performs named entity recognition (NER) and extracts entities such as
locations, people, and organizations from text.

* EntityLinkingSkill links already-recognized entities to a knowledge base (e.g., Wikipedia) and is not required just to detect locations.


https://www.jpnshiken.com/q/68800-6423359/
https://www.jpnshiken.com/q/68800-6423360/

* DocumentExtractionSkill parses file content/structure.

* AzureOpenAlEmbeddingSkill creates vector embeddings, not entities.

Microsoft References

* Azure Al Search - Entity recognition skill (extracts entities including locations).

* Azure Al Search - Entity linking skill (disambiguates entities to a knowledge base; not for initial recognition).
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Workload type Data for a prodect catalog will be lcaded avery 12 hours 1o a data warehouse

“Streaming Wiarklosd tyjpes Thousands of data sets per second for online purchases will be loaded into a data warehouse in real time.

Wiorkload Type Updates to inventory data will be loaded 1o a date warehouse every 1 million transactions.

7.
1E fi#:
Workiload Types M - (R E: L Answer Area
T T o r =
| Batch II C i D 5 D L I Batch I Data for a procuct catalog will be loaded avery 12 hours 10 A data warehouse,
- S E P e I
P " Streaming e £ ¥ b b i
| Streaming i I i housands of data seis per second for online purchases will be loaded Into a data wane LEse im real tirme.
I e
e e e s Batch 1 Updates 10 inventony data will e loaded 10 a data warehouse everny 1 milkon ransacltions,
|
Explanation:
Answer Area
Batch Data for a product catalog will be ldaded every 12 hours to a data warehouse.
Streaming Thousands of datasets per second for online purchases will be loaded into a data warehouse in real time,
Batch " Updates 1o inventory data will be loaded to a data warehouse every 1 million transactions.
; i e
| 1’“: ICrOSoOTtl
LY

Comprehensive Detailed Explanation

There are two main types of data workloads: Batch and Streaming.

Batch Workload

Processes data in large groups (batches) at scheduled intervals.

Common when real-time is not required.

Examples: daily sales reports, hourly data refreshes, periodic ETL (Extract, Transform, Load).
Streaming Workload

Processes data in real time or near real time as it arrives.

Used for scenarios where immediate insights or actions are required.

Examples: fraud detection, IoT sensor monitoring, live purchase tracking.

Applying to the scenarios:

"Data for a product catalog will be loaded every 12 hours to a data warehouse." This is scheduled, not continuous. # Batch



"Thousands of data sets per second for online purchases will be loaded into a data warehouse in real time." This requires real-time processing. # Streaming

"Updates to inventory data will be loaded to a data warehouse every 1 million transactions." Data is grouped and loaded after reaching a threshold (1 million). # Batch Correct Matches:
Product catalog (12 hours) # Batch

Online purchases (real time) # Streaming

Inventory data (1 million transactions) # Batch

Microsoft References

Batch processing vs. Stream processing in Azure

Azure Stream Analytics overview

Data processing approaches: Batch vs Real-time
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Reference:

Comprehensive Detailed Explanation

When you register a bot using the Bot Channels Registration service in Azure, the bot must authenticate against the Azure Bot Service to establish secure communication.
This requires:

appld (Microsoft App ID)

When you register the bot in Azure Active Directory (via Azure Bot Service or Azure AD App Registrations), an Application (client) ID is generated.
This App ID uniquely identifies your bot application.

It is used by Azure Bot Service to authenticate requests and map them to your bot instance.

appSecret (Microsoft App Password / Client Secret)

Along with the App ID, you must create a client secret (app password).

This serves as the bot's credentials, allowing it to securely authenticate when deployed.

Without this secret, your bot cannot exchange secure tokens with the Bot Framework service.

Why not the other options?

A). botld: This is a legacy value used in early Bot Framework versions. Now, the App ID replaces this function.

B). tenantld: Required in some authentication scenarios (like multi-tenant AAD apps), but not required for Bot Channels Registration to work.

D). objectld: This is an Azure AD property of the app registration, but it is not required to configure or deploy the bot.

The answer:

C). appld E. appSecret


https://www.jpnshiken.com/q/68800-6423362/

Microsoft References

Register a bot with Azure Bot Service
Microsoft Bot Framework authentication
Create an app ID and password for your bot
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You need to identify industry-specific technical terms in documents. That is a classic use case for Custom Named Entity Recognition (custom NER) , which lets you build a model to extract domain-specific entities (for
example, chemical names, part numbers, contract IDs) from unstructured text. Among the options, only custom NER is designed to recognize entities unique to your domain.

Why not Key Phrase Extraction? It returns the main concepts/talking points of text, not typed, domain- specific entities.

Why not CLU? Conversational Language Understanding is for intent and entity extraction from user utterances in conversations , not for mining technical terms from documents. Microsoft Learn Why not Language
Detection? It detects the language of the text only.

Custom NER fits: Purpose-built to extract domain-specific entities with minimal code; you label a small dataset and train in Language Studio.

Microsoft References:

Custom Named Entity Recognition overview - purpose is extracting domain-specific entities . Microsoft Learn Transparency note for custom NER - emphasizes domain-specific extraction. Microsoft Learn Key Phrase
Extraction overview - identifies main concepts , not domain entities. Microsoft Learn CLU overview - intent/entity for conversational scenarios. Microsoft Learn
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Comprehensive Detailed Explanation


https://www.jpntest.com/shiken/AI-102J-mondaishu
https://www.jpnshiken.com/q/68800-6423363/
https://www.jpnshiken.com/q/68800-6423364/

The question focuses on monitoring a public-facing sales system that processes video and text, ensuring that the system provides equitable results regardless of user location or background.
Two Microsoft Responsible Al principles apply directly here:

Fairness

Al systems should treat all people fairly and avoid bias.

Monitoring ensures that outcomes do not disadvantage people based on location, background, or demographics.
This directly addresses the requirement for equitable results.

Inclusiveness

Al systems should empower everyone and engage people of all backgrounds.

Monitoring for inclusiveness ensures that the system works well across different regions, languages, and cultures, making the system accessible and beneficial for all users.
Why not the other options?

A). Transparency

Important for explaining how Al systems work, but does not directly address equitable results across demographics.
D). Reliability and safety

Focuses on consistent and safe system operation, not equity across users.

E). Privacy and security

Critical for data protection, but not related to equitable treatment of users.

The answer:

B). fairness

C). inclusiveness

Microsoft References

Microsoft Responsible Al Principles

Fairness in Al systems

Inclusiveness in Al systems
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Values

Answer Area

AddPhraseListAsync

var phraselistId =

Phraselist

(appId, versionId,

PhraselistCreateObject | {
Phrases EnabledForAllIModels = false,
: IsExchangeable = true,
R ANLLR ARG, Neme - "BEL%,
UploadPhraseListAsync Phrases = "iteml,item2,item3,item4,item5"
1)
13:}
Values Answer Area . £
gt | ver pheaserisera - puase USROS OFbirsa e
PhFﬂﬂﬂliﬁt al (appId, wversionId, new.'ﬁﬁfgsgizéié}éﬁgéaﬁaé;t_

P;Egs-elis—t_f_‘:reatéﬂl;jecg

e — — T —— -

[EElnadﬁﬁraseListhsync_]

{ r 7%
EnabledForAllMédels =
IsExchangeable = true,
Name = "BLIMW, ©

Phrases.= "iteml,item2,item3,item4,item5"

false,

1)

Explanation:
Values

Answer Area

\‘

AddPhraseListAsync

var phraselistId = await c

Phraselist

PhraselistCreateObject

(appId, versionlId, new@f_ms_eli;tarEatE(_}Ejec?\
{

Phrases

EnabledForﬁl = false,

SavePhraselistAsync

true,

%

Uplondghraseii:thsync i

Box 1: AddPhraseListAsync
Example: Add phraselist feature

ﬁjrbeszonff’ itemd, itemS"

var phraselistld = await client.Features.AddPhraseListAsync(appld, versionld, new PhraselistCreateObject

{
EnabledForAllModels = false,

IsExchangeable = true,
Name =" QuantityPhraselist ",
Phrases =" few,more,extra "

. Features. I AddPhraseListAsync

]



b;
Box 2: PhraselistCreateObject

Reference:
https://docs.microsoft.com/en-us/azure/cognitive-services/luis/client-libraries-rest-api
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You are developing an app that uses the Azure Al Speech service , and you must ensure the app can authenticate using a Microsoft Entra ID (Azure AD) token , rather than the standard key-based authentication.
According to the official Microsoft documentation :

"To authenticate with a Microsoft Entra token, the Speech resource must have a custom subdomain and use a private endpoint. The Speech service uses custom subdomains with private endpoints only."
- Microsoft Learn: Azure Al Speech service - Role-based access control

Therefore, two prerequisites must be configured for Entra ID token-based authentication:

1. Create (Certify) a Custom Subdomain (Option D)

When you create an Azure Al Speech resource, you can specify a custom subdomain name (e.g., contoso.
cognitiveservices.azure.com).

The custom subdomain ensures that each Speech endpoint has a unique URL.

Microsoft Entra token authentication depends on this subdomain for token validation.

Without a custom subdomain, Entra ID tokens cannot be used for authentication.

Hence, this is required.

2. Create a Private Endpoint (Option B)

For Microsoft Entra ID authentication, the Speech resource must be secured within a private endpoint .

Private endpoints provide a secure, private connection from your virtual network to the Azure Al Speech resource.

The Speech service only supports Entra ID token authentication when the resource is configured with a private endpoint.

Hence, this is required.

Why Not the Other Options:

A). Create a Conditional Access - Conditional Access policies restrict user access but do not configure token authentication for services.
C). Request an X.509 certificate - Certificates are not used for Speech service authentication.

E). Enable a virtual network service endpoint - The Speech service uses private endpoints , not service endpoints, for Entra ID token authentication.
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Answer Areca

.

If a user asks “what is the weather like in New York™, the DD‘I__ﬁIIl'm cholee]l. | identify New York as a ony entily ‘?_j
P o | »
4 change to a different dialog

entily New York &t a8 bty entity

dentify Mew York as a state entity
respond with the weather in Seattle

Wﬁlm:-r dialog uses a [answer choice] trigger. | Langusge Understanding intent recogn. . 5 |

Custom events

.l._..” : _ Y\ Dialog events
ICrOSOtEn\"Y
- y OnA Intent recognized
7d .
1F f#&:
Answer Arca

If & user asks “what is the weather like in New York”. the bot will [answer cholge). | identify New York as a ity sntity ':3

change to a different dlali

wdentify New York as a state entity
respond with the weather in Seattle

The GetWeather dialog uses a [answer cholce] trigger. | Language Under standing [ntent recogn... E- I

= Migposoft

Custom events

Language Understanding Intent recognized
QnA Intent récogrized

Explanation:
Answer Arca

If & user asks “what is the weather like in New York™, the bot will [answer cholce].  identufy New York as a aty entity -

The GetWeather dialog uses a [answer choice] trigger. [ Language Understanding intent recogn... ™ l

Comprehensive Detailed Explanation

Looking at the exhibit:

The GetWeather dialog is set up with a trigger phrase:
"what is the weather like in {city=Seattle}"



Here, city is an entity (ex: Seattle, New York, London, etc.).

1. User asks "what is the weather like in New York"

Since "New York" matches the city entity, the bot will correctly identify New York as a city entity.

It will not confuse it with a state entity, nor default to Seattle, because entity recognition extracts the correct city name dynamically.
Correct choice: Identify New York as a city entity

2. GetWeather dialog trigger

In Bot Framework Composer, the trigger type determines how the dialog is activated.

Since GetWeather is linked to the intent "GetWeather" from the Language Understanding model (LUIS
/CLU), the trigger is Language Understanding Intent recognized.

This means whenever the user utterance maps to the GetWeather intent, the dialog starts.

Correct choice: Language Understanding Intent recognized

The answer:

Identify New York as a city entity

Language Understanding Intent recognized

Microsoft References

Bot Framework Composer - Triggers

Entities in Conversational Language Understanding
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A.1TB

B. 1GB

C. 300 GB

D. 10GB
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Your documents must include a field specifying which groups have access. This information becomes the filter criteria against which documents are selected or rejected from the result set returned to the issuer.


https://www.jpnshiken.com/q/68800-6423368/
https://www.jpnshiken.com/q/68800-6423369/

D: A query request targets the documents collection of a single index on a search service.

CF: In order to trim documents based on group_ids access, you should issue a search query with a group_ids

/any(g:search.in(g, 'group_id1, group_id2,...")) filter, where 'group_id1, group_id2,..." are the groups to which the search request issuer belongs.
Reference:

https://docs.microsoft.com/en-us/azure/search/search-security-trimming-for-azure-search
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The scenario requires:

An app that uses both Speech and Language APls .

A single endpoint and single credential for accessing both services.

Let's analyze the options:

Option A - Azure Al Language

Provides only language-related capabilities (text analytics, QnA, summarization, etc.).
Does not include Speech APIs .

So, this would not meet the requirement.

Option B - Azure Al Foundry service #

Previously known as Azure Cognitive Services (multi-service account) .

Allows you to provision one unified resource that gives access to multiple Azure Al services (Vision, Speech, Language, Content Safety, etc.) .
Provides a single endpoint and single API key/credential across these services.
Perfectly fits the requirement of the question.

Option C - Azure Al Speech

Provides only speech-related capabilities (speech-to-text, text-to-speech, speech translation, speaker recognition).
Does not include Language APls .

Therefore, not suitable.

Option D - Azure Al Foundry Content Safety

Focused on safety and responsible Al (moderation of text and images) .

Does not include general speech or language APls.

Not applicable here.

Microsoft References

Azure Al Foundry documentation (formerly Cognitive Services)

Azure Al services overview

Provisioning Azure Al services as a single multi-service resource


https://www.jpnshiken.com/q/68800-6423370/
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The requirement is to extract text from scanned images (OCR at scale).
Computer Vision Image Analysis can describe and tag images but is not optimized for bulk OCR.
Form Recognizer is intended for structured document extraction (invoices, receipts, forms), not raw magazine scans.
Azure Cognitive Service for Language works only with text, not images.
Read API in Computer Vision is specifically designed for extracting text from scanned images, supports multiple languages, and is ideal for this scenario.
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A. /vision/v3.2/read/analyzeResults

B. /formrecognizer/v2.0/prebuilt/receipt/analyze

C. /vision/v3.2/read/analyze

D. /vision/v3.2/describe

E. /formercognizer/v2.0/custom/models{modelld}/ 7 #T

IFfi#: (EfiZ R LET)

C: Analyze Receipt - Get Analyze Receipt Result.

Query the status and retrieve the result of an Analyze Receipt operation.

Request URL: https://{endpoint}/formrecognizer/v2.0-preview/prebuilt/receipt/analyzeResults/{resultld} E: POST {Endpoint}/vision/v3.2/read/analyze Use this interface to get the result of a Read operation, employing the
state-of-the-art Optical Character Recognition (OCR) algorithms optimized for text-heavy documents.

Scenario: Contoso plans to develop a document processing workflow to extract information automatically from PDFs and images of financial documents The document processing solution must be able to process
standardized financial documents that have the following characteristics:

- Contain fewer than 20 pages.

- Be formatted as PDF or JPEG files.

- Have a distinct standard for each office.

*The document processing solution must be able to extract tables and text from the financial documents.

The document processing solution must be able to extract information from receipt images.

Reference:

https://westus2.dev.cognitive.microsoft.com/docs/services/form-recognizer-api-v2-preview/operations

/GetAnalyzeReceiptResult

https://docs.microsoft.com/en-us/rest/api/computervision/3.1/read/read
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var audiofFormat =

AudioConfig SetProperty
AudioStreamFormat. GetCompressedFormat
AudioStreamFormat GetWaveFormatPCM
PullAudiolnputStream

var speechConfig = SpeechConfig.FromSubscription(”18c51287-3269-47a8-aedc-a54745f708al1", “"westus”)

¥  (AudioStreamContainerFormat.MP3);

var audioConfig = AudioConfig.FromStreamInput(pushStream, audioF
J@audiutnnﬁg}}

using (var recognizer = new

K

”% 9z, ecognlzer
' SpeechSynthesizer

{

var result = await recognizer. Fh-.u:mgrn5.«.et::u-m:.-.uﬂl.!-..;.,mu::{j'p|

var text = result.Text;

B \Microsoft

var audioFormat = ¥  (AvdioStreamContainerFormat.MP3);

l_Ar.giagnnﬁg SetProperty _ _ _ _ _ _ _ _

A:.:dluStreaanrmat GetWaveFormatPCM
PullAudiolnputStream Q

var speechConfig = Speechtunfig+Fr'uru'j-ubscr‘i.ptiun{"lﬂcﬁlaﬂ?Q
u

B-aedc-a54745f7@8al", "westus”);

var audioConfig = AudicConfig.FromStreamInput{pushStr a 1oFormat);

using (var recognizer = new (™) fspeechConfig, audioConfig))
ET O

{
°
var result = await recc% RecognizeOnceAsync();

var text = result.Text; .|

; = Vlicrosoft




Explanation:

var audioFormat = L, quF@gﬁi&gnm[ontainerFarmat.MPE);
3 SN T

=
1l i | 1 N
% S e W 0

AudioConfig. SetProp vii
AudioStreamFormat. i Format
AudioStreamFormat. GetWaveFormatPCM
PullAudiolnputStream

var speechConfig = SpeechConfig.FromSubscription("18c51a872a69°87a8-aedc-a54745f728a1", "westus");

e

var audioConfig = AudioConfig.FromStreamInput(pushStream, audioFormat);

using (var recognizer = new v (8peechConfig, audioConfig))
KeywordRecognizer
Speake rRecﬂgnEer
SpeechRectgnizer
SpeechSymtheésizer

{

var result = await recogndier . RecognizeOnceAsync();

var text = result.Text;

}

Scenario Recap

You are building a streaming Speech-to-Text solution using the Speech SDK.

Input audio format: MP3 encoding

You must configure the audio stream format and the recognizer properly.

Code Analysis

Audio Format

For MP3 streams, the correct method is:

AudioStreamFormat.GetCompressedFormat(AudioStreamContainerFormat.MP3)

This creates an audio format object for compressed MP3 input.

Recognizer

Since the task is speech-to-text transcription, you need the SpeechRecognizer class.

Other options like KeywordRecognizer, SpeakerRecognizer, or SpeechSynthesizer are not appropriate (they handle keyword spotting, speaker identification, or text-to-speech).
Completed Code Snippet

var audioFormat = AudioStreamFormat.GetCompressedFormat(AudioStreamContainerFormat.MP3); var speechConfig = SpeechConfig.FromSubscription( " 18c51a87-3a69-47a8-aedc-a54745f708a1 " , " westus
")

var audioConfig = AudioConfig.FromStreamInput(pushStream, audioFormat); using ( var recognizer = new SpeechRecognizer(speechConfig, audioConfig))

{

var result = await recognizer.RecognizeOnceAsync();

var text = result. Text;

}

Final Answer (Answer Area Selections)



AudioFormat: AudioStreamFormat.GetCompressedFormat
Recognizer: SpeechRecognizer

Microsoft References

Speech SDK - AudioStreamFormat

SpeechRecognizer class
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static nsﬂ'ﬁ-#ﬂiﬂ- AddFace(string subscription_key, string personGroupld, string persanld, string imageURI)
f ft
var cligife= new MIEQK,O 5 O
client.DefaultRequestHeaders.Add("Ocp-Apim-Subscription-Key”, subscription_key);
var endpointURI = $"https://westus.api.cognitive.microsoft.com/faceful.d/persongroups/{personGroupld}/persons/{personld}/persistedFaces”;
HttpResponseMessage response;
var body = °{ \Curl\": \"" + imageURI + "\"}";
var content = new StringContent(body, Encoding.UTF8, “application/json™);
var response = await client.PutAsync{endpointURI, €ontent);

}
UTOEXIZDOWT ELWMESIE R ZEBRLTLESWD, Z5THEWNMESE DOVWA JZERLTESL,

AR ELWEIRSEITTIRAI Y P ESIET,

MM‘FC rosoft Yes No

The code will add a face image to a person objectin a persan. O O
group.

The code will work for a group of 10,000 people. @ O
AddFace can be called multiple times to add multiple face @) ®)

Images to a person object.

1F fiZ:

StatemvaesC FOSOTL

The code will add a face image to a person object in a person | @)
qroup.

The code will work for a group of 10,000 people.

Addrace can be called multiple tmes to add multiple face
images to a person object.

Explanation:
A). True
B). True



C). True

B: see this example code from documentation that uses PersonGroup of size 10,000 :

https://docs.microsoft.com/en-us/azure/cognitive-services/face/face-api-how-to-topics/how-to-add-faces the question wants to trick you into thinking you need to use a LargePersonGroup for a size of 10,000 - but the
documentation for it doesn ' t include this limitation or criteria: https://docs.microsoft.com/en-us/azure/cognitive-services/face/face-api-how-to-topics/how-to-use-large-scale Reference:
https://docs.microsoft.com/en-us/azure/cognitive-services/face/face-api-how-to-topics/use-persondirectory
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The scenario involves storing text files, videos, audio streams, and virtual disk images, along with metadata and a unique ID. This exactly matches Object storage characteristics:
* Stores large amounts of unstructured data (blobs).

* Each object contains the data itself, metadata, and a unique identifier.

* Azure Blob Storage is Microsoft's object storage solution.

Other options:

* Columnar # Used for analytics workloads, optimized for reading columns (e.g., data warehouses).

* Key/Value # Good for simple lookups but not optimized for storing large multimedia files.

* Document # Stores semi-structured JSON documents, not large binary objects.

Thus, the correct answer is Object storage.

Microsoft Reference: Azure Blob Storage (Object storage) overview
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A ¥F—JL—X

B. xR E55E A CLU)

CIVTA4T4U2Y

D. h RA LBRFTET VT4 T 1 38 (NER)

IEfE: (EfEZRRLET)

To identify music band names in text with minimal development , use Entity linking in Azure Al Language. Entity linking detects entities in text and disambiguates them by mapping to entries in a knowledge base such as
Wikipedia , which covers many bands and artists. This avoids the need to build and train a custom NER model. Key phrase extraction won't resolve entities, and CLU targets intent/utterance understanding rather than
encyclopedic entity resolution. Azure Docs Microsoft References Azure Al Language - Entity linking : identifies entities and links to Wikipedia/KB entries.
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B. &i&
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Reference:

Comprehensive Detailed Explanation

A word cloud is typically generated by extracting the most relevant keywords or key phrases from text data.
The Key Phrases API of Text Analytics returns the important words and phrases in a set of documents.
You can then use those key phrases and their frequency counts to build a word cloud visualization.

Why not the others?

B). sentiment: Identifies sentiment (positive/negative/neutral), not useful for word cloud keywords.

C). languages: Detects the language of the text, not relevant here.

D). entities/recognition/general: Extracts named entities (like people, locations, organizations), but this is narrower than general key phrase extraction.
Reference:

Text Analytics - Key Phrase Extraction
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In the Bot Framework SDK, if you want to collect structured input step by step, you typically use a Waterfall dialog. Each step in the waterfall represents one piece of logic, such as asking for the size, toppings, or type of

food item.

Prompts are used inside waterfall steps to actually ask the user for input (e.g., text prompt, choice prompt, date-time prompt).

Adaptive, Action, Input are concepts more relevant to Power Virtual Agents or Adaptive Dialogs (Composer), not the Bot Framework SDK question context.

Since the question specifically mentions Bot Framework SDK, the correct answer is Waterfall dialog + Prompts.
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Actions Answer Area

Add a task to the Azure resource.

Approve and reject suggestions.

Fublish the knowledge base.

| Modify the automation task logic app to run an
Azure Rea earMamgertermpate that creates
he Azure Cognitive Services resource. |

@@
©Q

For the knowledge base, select Show active
learning suggestions.

Save and train the knowledge base.

|
| Select the properties of the Azure Cognitive
Services resource.

1 fiZ:



Answer Area

For the knowledge base, select Show active
leaming suggestions.

Approve and reject suggestions.

R R N W OB W N W AT W BT N O O ON

r
F Fublish the knowledge base.

[ Moy the automation task logic app ta run.an/ Suve e {-bm.a G R S ot
EAzure Resource Manager template that t:reatesi‘ @ QI
' v

i
| Forthe knowledge base, select Show active
| learning suggestions.

-— e . . e e e e e e N ... R

r T ————— |

|
Save and train the knowledge base. I

|
|

S

' Select the properties of the Azure Cognitive |
; Services resource. ‘i

Explanation:

For the knowledge base, selet{Shisw attive |
learning suggestions.

Approve and reject suggestions. |

Save and-train the knowledge base. |

Publish the knowledge base. ‘

Step 1: For the knowledge base, select Show active learning suggestions.

In order to see the suggested questions, on the Edit knowledge base page, select View Options, then select Show active learning suggestions.

Step 2: Approve and reject suggestions.

Each QnA pair suggests the new question alternatives with a check mark, # , to accept the question or an x to reject the suggestions. Select the check mark to add the question.
Step 3: Save and train the knowledge base.

Select Save and Train to save the changes to the knowledge base.

Step 4: Publish the knowledge base.

Select Publish to allow the changes to be available from the GenerateAnswer API.



When 5 or more similar queries are clustered, every 30 minutes, QnA Maker suggests the alternate questions for you to accept or reject.
Reference:

https://docs.microsoft.com/en-us/azure/cognitive-services/qnamaker/how-to/improve-knowledge-base
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agentkernel. | CreatePluginFromFunctions fud £ ("Prompt Instructions®);
| CreateFunctionFromMethod
| CreateFunctionFromPrompt
CreatePluginFromPunctions

fumgy (.h_-l'll::bﬂs'!.-:{::nirgenﬁ T
Mame = “iagent namelc
Instriictiony = 'tngtnt fnstructions»™,
Cgrael s Spefitiernel,
Argusents = new Kernelidrguments(

new OpendlPromptExecutionSectings() |

FunctionChoiceBehavior = FunchionChoiceBehaviour, Required
FunctionChaiceBehaviour Auto

FunctionChoiceBehaviour.None

. M i C ro SOf:t FunctionChoice Behaviour, Required

1E fiz:
Answer Area

agentkernel. CreatePluginFromFunctions ..,..I ("Prompt instructions™);
CreateFunctionFromMethod
| CreateFunctionFromPrompt
CreatePluginFromFunctions

nen ChatComplationdgent(]{ ‘

SN\ Nicrosoft

Instrugtiony -\ Sgagen?® instructions»”,

Name = “<{agent name:.,

Ldrnel = agentlernel,
Arguments = new Kerneldrguments(
new OpenAlPromptExecutionSettings() {

FunctionChoiceBehavior = FunctionChoiceBehaviour.Required =
FunctionChoiceBehaviour.Auto

3

FunctionChoiceBehaviour.None .

I | FunctionChoiceBehaviour.Required



Explanation:
Answer Area

You are adding a custom plugin to a Semantic Kernel-based agent and you want function calling to be enforced and self-completing:

To register a plugin that exposes one or more callable functions to the agent, use CreatePluginFromFunctions . This builds a plugin from Kernel functions (prompt- or code-based) and makes them available for
tool/function calling by the model.

To ensure the model must call functions (and request any required parameters it doesn't have), set the prompt execution settings to FunctionChoiceBehaviour.Required . In Semantic Kernel, this corresponds to the
OpenAl tool/function-calling control that forces the assistant to invoke appropriate functions. When required parameters are marked in the function's schema, the assistant will ask follow-up questions to collect them before
(or while) invoking the function.

References (Microsoft Azure Al Solution)

Semantic Kernel: Plugins and Functions, ChatCompletionAgent, OpenAlPromptExecutionSettings, and FunctionChoiceBehavior for enforced tool/function calling.
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The wiki contains text in English, French and Portuguese.

Scenario: All planned projects must support English, French, and Portuguese.

The Document Extraction skill extracts content from a file within the enrichment pipeline. This allows you to take advantage of the document extraction step that normally happens before the skillset execution with files that

may be generated by other skills.

Note: The Translator Text API will be used to determine the from language. The Language detection skill is not required.

Reference:

https://docs.microsoft.com/en-us/azure/search/cognitive-search-skill-document-extraction
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https://docs.microsoft.com/en-us/azure/search/cognitive-search-skill-text-translation
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=: Microsoft

Cognitive Services

* |mage

P Teit

Content Moderator - Moderate

Text - Screen

The operation detects profanity in more than 100 languages and match against custom and shared blacklists.

Query parameters

autocorrect
P

listid

classify

language

+ Add parameter

T

eaders

Content-Type

Ocp-Apim-Subscription-Key

uksouth.api.cognitive.microse

Va0

Value
Valus
false

Value

text/plain

W

X Remove parameter

X Remove parameter

¥ Remove parameter

X Remove parameter

X Remove parameter

X Remove header



= IVIICTOSOft

1FfZ:

2% Microsoft
Cognitive Services

* Image

Content Moderator - Moderate

Text - Screen
The operation detects profanity in more than 100 languages and match against custom and shared blacklists.
Host

Name

uksouth.api.cognitive.microst ™

Query parameters

autocorrect Value X Remove parameater

Pil | Value X Remove parameter

listid Value X Remove parameter

- : M I c ro S t false X Remove parameter
la = l_ ___________ ;

nguag Value I X Remove parameter

+ Add parameter

Headers
Content-Type text/plain X Remove header
Ocp-Apim-Subscription-Key Value 0

4 Add header

Explanation:



Answer Area

Bhame

Rrsournoe Meme

To detect aggressive language (e.g., profanity/abuse) and sexually explicit content in text using the Content Moderator Text - Screen API:

classify = true

Enables machine-assisted text classification that returns category scores (e.g., sexually explicit/suggestive categories). This is required to identify sexual content.
language = < code > (for example, eng )

Specifies the language so profanity/abusive terms are detected correctly. The profanity detection in Text- Screen is language dependent.

autocorrect = true

Helps normalize intentionally misspelled or obfuscated words so that profanity or aggressive terms are still detected (e.g., "f@#$" # "fuck").

Other parameters in the blade are not necessary for this goal:

Pl targets personal data extraction, not aggression/sexuality.

listld is for matching against custom blocklists.

Headers like Ocp-Apim-Subscription-Key and Content-Type are required to call the API, but they are not the content-analysis settings that control detection behavior asked for in this question.
Microsoft Azure Al References

Azure Al Content Moderator - Screen text API parameters (autocorrect, language, classify) and category outputs.

Azure Al Content Moderator - Text moderation concepts: profanity detection and classification categories.
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App1 [ lu1l &LV3 £ RiD Language Understanding 7—4 1) 45 Y —X ZFEALTHAESLE L,

Appl1 [CIFRDRICERI N—2avhHYFET,

Version Trained date Published date
V1.2 None None
V1.1 2020-10-01 None
V1.0 2020-09-01 2020409-15

app! DBFDOF TOAARELN— 3 VEERAT 5007+ EERT ABEABY T,
BB =T 20EARSD 3 ODT I3 VEENTETD, BETBICE. 723 VDYR FASENETH S 3 v ERETY 7IcBEH L. ELVERFICERET, (3 DBRLTEEL,)


https://www.jpnshiken.com/q/68800-6423383/

Actions r.Area
= Vicrosoft

Run a container that has version
set as an environment variable.

Export the model by using the

Export as JSON option. 0«\
Select v1.1 of appl. (\ 0

Run a container and mount the®. 19
model file. \
Select v1.0 of a?( :
Export the model by using the

Export for containers (GZIP) option.

Select v1.2 of appl.

1 f&:



Actions '--J M | Cros O.fllswer Area

Run a cuntair‘ler that has W:rers ion : : e mana By isia e
set as an environment variable.

I Export for containers (GZIP) option.

Export the model by using the

Select v1.1 of appl.

, Run a container and mount the
' model file.

Select v1.2 of appl.

Explanation:



Actions Answer Area

Run a container that has version | Export the model by using the
set as an environment variable. | Export for containers (GZIP) option.

Export the model by using the
Export as JSON option.

Select v1.1 of appl.

Select v1.1 of appl. ‘Run a*c_ontainer and mount the

model file. = Bﬂl E!’@ggf

'Run a container and mount the
model file.

Select v1.0 of appl.

Export the model by using the
I E:r:'_port for containers _(_GZIP} Dption. .-

Select v1.2 of appl.

Step 1: Export the model using the Export for containers (GZIP) option.
Export versioned app ' s package from LUIS portal

The versioned app ' s package is available from the Versions list page.
Sign on to the LUIS portal.

Select the app in the list.

Select Manage in the app ' s navigation bar.

Select Versions in the left navigation bar.

Select the checkbox to the left of the version name in the list.

Select the Export item from the contextual toolbar above the list.
Select Export for container (GZIP).

The package is downloaded from the browser.



Versions

Rename Y Clone All
Version name SR Created Last modified
Export forcontainer (GZIP)
| 0.1 5/3/18 5/3/18 a/6]1\8

Step 2: Select v1.1 of app1.

A trained or published app packaged as a mounted input to the container with its associated App ID.
Step 3: Run a contain and mount the model file.

Run the container, with the required input mount and billing settings.

Reference:

https://docs.microsoft.com/en-us/azure/cognitive-services/luis/luis-container-howto
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D. Foundry Tools @ Azure Vision
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A. [FLy

B. L\MZ

IEfE: (EfEZRRLET)

Scenario Recap:

Application: Flower classification.

Solution: Add new images and labels to the existing model. Retrain and publish the model.

Analysis:

This is the best practice workflow:

Add new labeled training images.

Retrain the model with updated dataset.

Publish the retrained model.

This clearly meets the goal.
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Actions

Croale B tjﬁ[ et '.1|.1! ”.LL'.':.ﬂ'll.' [l"‘l..".-u"".‘.-;l']ﬂ:‘llu-.ﬂj‘ﬁ- _Lg rmod el

Apply the Default oysteam meatwaqge template
Create a deployment that uses the GPT-35 Turbo model

Apply the Marketing Writing Assistant system message template

D ploy the Sobulion 1o a new WD app
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Explanation:

Actions Answer Area
Create a deployment that uses the text-embedding-ada-002 model. , 1| | Create a deployment that uses the GPT-35 Turbo model.
Apply the Default system message template. ' 2 | | Apply the Marketing Writing Assistant system message template.

Deploy the solution to a new web app.

L

Comprehensive Detailed Explanation

The requirement:

You have an Azure OpenAl resource.

You want to build an app (App1) that writes press releases.

The solution must minimize development effort.

Step 1 - Select the model deployment

Since press release generation requires natural language generation, the best choice is GPT-3.5 Turbo.

The text-embedding-ada-002 model is used for semantic search and embeddings, not text generation, so it's not appropriate here.
Step 2 - Apply a system message template

Azure OpenAl Studio provides pre-built system message templates to speed up development.

For writing press releases, the correct template is the Marketing Writing Assistant template.

This minimizes development effort since it already configures prompt engineering for marketing copywriting.

Step 3 - Deploy the solution

Once the deployment and template are configured, you deploy the solution to a new web app so it can be used as App1.
Correct Sequence:

Create a deployment that uses the GPT-3.5 Turbo model.

Apply the Marketing Writing Assistant system message template.

Deploy the solution to a new web app.

Microsoft References

Azure OpenAl Studio - Getting Started
Azure OpenAl GPT-3.5 models



Azure OpenAl Studio system message templates
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Answer Area

client = BlocklistClient(endpoint, AzureKeyCredential(key))
Blocklist_name = "TestBlocklist™

Block_item_id = 1

W rferosnft |

| delete_text_blocklist
remove_blocklist_items

| '] (blocklist_item_ids=[block_item_id])

r —

blocklist_name=blocklist_name, optionse l j
| AddOrUpdateTextBlocklistitemsOptions

print(f"\nRemoved blockItem: {add result.bloc BlocklistClient

| ContentSa fetyChient
RemoveTextBlocklistitemsOptions

|




Answer Area

client = BlocklistClient(endpoint, AzureKeyCredential(key))
blocklist_name = "TestBlocklist”
block_item_id = 1

client.

add_or_update_blocklist_items
create_or_update_text_blocklist
delete_text_blocklist

e, -

) AddOrUpdateTextBlocklistitemsOptions
BlocklistClient

blocklist name=blocklist name, options= - __:il (blocklist item ids=[block_item id])

print(f"\nRemoved blockItem: {add resultabloe

IV

Explanation:

. . .I:
client = BlocklistClient({endpoint, A:u.rndtntM‘l C ro S 0 t

blocklist_name = “TestBlocklist™
block_item id = 1

client. remove_blocklist_items 2l Jf1

blocklist_namesblocklist_namé, optdonds ﬂ:mmT&tEbckirsmemsOplmns ¥  (blocklist_item_ids=[block_item_id])

)

print{f"\nRemoved blockItem: {add result.blocklist items[@].blocklist_item_ id}™)
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ldentify the road signs and generate a short description of each road sign: 4 AELreAl Vision

Bztire Al Document Intelligence
Azure Al Phi-3-mum

[Azure OpenAl GPT-4-Turbo

Analyze the descrniptions to gemerate Siteport about the different types of | Azure OpenAl GPT-4-Turbo
road §igfts and how often each type occurred: | Azure Al Document Intelligence

|_hmﬂ fzure Al Language

i | Zure Opendl GPT-4-Turbo

1F fiZ:

| JI AYOC A
Identify the road signs and generate a short description cFﬂn il S Ful Sl e et z v |

| Azure Al Document Intelligence
Azure Al Phi-3-rmim

Azure OpenAl GPT-4-Turbo

Analyze the descripbions to u:_;eni.*:.lh_'ﬂ-ﬂ_;'ibﬂ tfabout the different types of | Azure OpenAl GF’T A-Turbo el
'Uds_iqa-.]!'li!.‘aﬂﬂ how often each type occurred :Azure Al Document Inteligence
=) !Azu.-e Al Language
| Azure Al Phi-3-min
Azure OpenAl GPT-4-Turbo

Explanation:
Answer Area I_Ji ¥ .
== Microsoft
identify the road signs and generate a short descriptian’@f #ach road sign: | Azure Al Vision -
Analyze the descnptions to generale afeportabout the different types of  Azure OpenAl GPT-4-Turbo R gt
road $igfs and how often each type occurred
Explanation:

Identify the road signs and generate a short description of each road sign: Azure Al Vision is the most suitable choice for this task. It is designed for image analysis and can accurately detect and describe objects such as
road signs in large datasets like your 100,000 images. This service is optimized for computer vision tasks and helps minimize costs by efficiently processing images at scale.

Analyze the descriptions to generate a report about the different types of road signs and how often each type occurred: Azure OpenAl GPT-4-Turbo is ideal for this action. It can process natural language descriptions,
identify patterns, and generate a detailed report based on the frequency of different road sign types. This model is cost-effective for text analysis tasks and can handle the volume of data derived from the image
descriptions while providing advanced language understanding.
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atatic void GetKeyPhrases |[TEx picaClient t1§fnnalyticsclient, atring text)

( tEMMt AVIICTOSO

var response = ilecaClient .ExtractKeyPhrasestext)
Console.WritelLine ("Key phrases:");

foreach (string keyphrase4n reapohseValue)

{
Console.WriteLipe(5"\t{keyphrase}™):

}

ROOA—FEFERALTAYY FERUHLET,

GetKeyPhrases(textAnalyticsClient, ¥#l&~ v D EIZEY FE L1z));

UTOEXICOWT, ELWMEEF KU EERLTLKESWD, £S5 THRWMESIE DOWZ JEEIRLTLEZEL,
FEELWEBIRIEICTIRAY MBI EShET,

Ans Area _ .
E Mlcrosot‘ttatements

The call will output key phrases from the input string to the console.

The output will contain the following words: the, cat, sat, on, and mat.

The output will contain the confidence level for key phrases.
1E fi%:

Answer Area
Statements Yes
The call will output key phrases from the input string to the console. [’:l
The outpﬁwﬂ-l contain the following words: the, cat, sat, on, and mat. @
g VIICrosoft :
The outputwill contain the confidence level for key phrases. ®
Explanation:

Answer Area

Statements

The call will output key phrases from the input string to the console.

The output will contain the following words: the, cat, sat, on, and mat.

| PN
The output will cantain%e'chdr@d']%@ét phrases.

Yes No
O O
O O
O %

No
®



Code Recap

static void GetKeyPhrases ( TextAnalyticsClient textAnalyticsClient, string text)
{

var response = textAnalyticsClient.ExtractKeyPhrases(text);
Console.WriteLine( " Key phrases: " );

foreach ( string keyphrase in response.Value)

{

Console.WriteLine( $ " \t {keyphrase} " );

}

}

Then called with:

GetKeyPhrases(textAnalyticsClient, " the cat sat on the mat " );

Statement Analysis

"The call will output key phrases from the input string to the console." Yes.

The method calls ExtractKeyPhrases , iterates over response.Value , and writes each key phrase to the console.
"The output will contain the following words: the, cat, sat, on, and mat." No.

The Text Analytics key phrase extraction returns meaningful phrases, not stop words or every word.

Likely result: " cat" , " mat" , maybe " sat " depending on language model. But not " the " , " on
"The output will contain the confidence level for key phrases."

No.

The ExtractKeyPhrases method in Text Analytics API returns only key phrases as strings, not confidence scores.

Final Answer

The call will output key phrases from the input string to the console # Yes The output will contain the following words: the, cat, sat, on, and mat # No The output will contain the confidence level for key phrases # No

Microsoft References Azure Text Analytics - Key Phrase Extraction TextAnalyticsClient.ExtractKeyPhrases
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AH & LVS5 ZHETD Azure OpenAl 1) Y —X & CS1 & LVS5 &EID Azure Al Content Safety 1) V—RXE&T Azure YT RS ) T avhbyFErd,

Al ZFEALTHEDEMICH T 2AEMMLGEEZZREL . CS1 ZFEALTAAEHAICFEN LI LT UOIYN G TFIVvITEF Yy bRy FERBELET,
HUOTILDBEMICH LTTRAMEETLT, AVTUY T4 —DEBREREILT ILENHY FT,

fi# iR Content Safety Studio M5  FREIN-FMOBREEEEEZFERALTTAMNEETLET,

CNEBEHZH/E-LTWETH?

A. [FL

B. LMMZ

EfE:B(AAV FEHEKT D)

"Protected material detection" in Content Safety is designed to flag model outputs that match copyrighted text/code (e.g., lyrics, articles, recipes, GitHub code).
It is not used to tune or test content filter configurations for safety categories like hate/sexual/violence/self-harm.

Therefore, it does not meet the requirement to optimize content filters by running tests on sample questions.

AHIZAI02JREE [FIPNTest.comigfit S AI-02JERERICEHE T B Z L (CRIZII B E T ! JPNTest.comld S HmITAI-102JHEREIREE #1821 L £9, JPNTest.com Al-102JRBRIREE (X SEHShF L, 22
TAHOQIBBED TR FI VO UEFICANT T, ZRIFMRD 7 Y £ X _ https://www.jpntest.com/shiken/Al-102J-mondaishu 825, 3 0%7r 4« A A > k $#581%4EI510— F: JPNshiken|



https://www.jpnshiken.com/q/68800-6423392/
https://www.jpntest.com/shiken/AI-102J-mondaishu
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Azure Blob Storagem 5BLOB#% BEIRIICHIR T HICIE AEZEHAT LILENHY FITH?
AZET4—F

B. 24 YAV IILEER)—

C. ¥V 7 hHIE

D. 7—hATAIL—Y

IEfR: (EffzRnLET)

To automatically delete blobs in Azure Blob Storage, you can configure a lifecycle management policy.
This policy allows you to:

* Transition blobs between hot, cool, and archive tiers.

* Delete blobs automatically after a specified number of days.

Other options:

* Change feed # Tracks all changes to blobs, but does not delete them.

* Soft delete # Protects blobs from accidental deletion by allowing recovery, not automated deletion.
* Archive storage # Storage tier for rarely accessed data, not a deletion mechanism.

The answer: a lifecycle management policy

Reference: Azure Blob Storage lifecycle management
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BRZEETDHIIGZMABELTVET,

HEXEDEANFAREER PPE) ZEHETRIZEERT S-ODERY ) 1—2aveBETILENHYFET , Y a—CaVBUTOEHZHEZITRENHYET,

FRRVPREATRENLTVWBIREI Y IERHELET,

M5 R TEITAVTSATUORFIvIERTLET,

*HRAREOFATR/NMRICHZFET,

*ARMEHEDMRICHIZAZFET,

EDY—EREFIAIRETLLIN?

A. 28

B.avEa—4—EJ3y

C. Azure Video Analyzer for Media (IB%5 Video indexer)

IEfE: (EfEZRTLEY)

You need to detect PPE compliance (masks or safety glasses) on a periodic schedule (every 15 minutes) while minimizing development effort and cost.

Why Computer Vision (Azure Al Vision)

Azure Al Vision (formerly "Computer Vision") lets you analyze still images with prebuilt Image Analysis and-when needed-train a lightweight custom object detection model directly in Vision Studio without building ML

pipelines. You can simply grab a frame (snapshot) from your camera feed every 15 minutes and call the Vision API-this keeps costs low because you pay per image analyzed rather than continuously processing video.

Microsoft's current Vision stack supports image analysis and custom object detection via Vision Studio and v4.0 APIs, designed for scenarios like PPE detection. Microsoft Azure +1 Why not Face The Face service is
LSNPS R AR G e i o S G e S b B e R e G S e S e i i

Docs +3 Why not Azure Video Analyzer for Media (Video Indexer) Video Indexer is optimized for extracting insights from full videos (speech, people, labels, brands). Running it just to check PPE every 15 minutes is

overkill and more expensive than analyzing a single still frame with Vision. In addition, Microsoft has been adjusting video services post-Azure Media Services retirement; using snapshot + Vision avoids those complexities

and keeps costs minimal.

How this meets the requirements


https://www.jpnshiken.com/q/68800-6423393/
https://www.jpnshiken.com/q/68800-6423394/

Identify masks/safety glasses: Use Image Analysis or a quick custom object detector in Vision Studio trained on a small set of PPE images. Microsoft Learn Every 15 minutes: Capture a single frame from the camera and
call the Vision endpoint-simple scheduling with a timer-triggered Function or Logic App, minimal code. (General Azure pattern; Vision APl is stateless per image.) Microsoft Azure Minimize development effort: Vision
Studio provides no-code/low-code training and testing for custom detectors if the prebuilt model isn't sufficient. Microsoft Learn Minimize costs: Pay-per-call image analysis is cheaper than indexing entire video segments;
no continuous streaming required. Microsoft Azure The answer: B. Computer Vision Microsoft References Azure Al Vision (product overview): image and video analysis with OCR, object detection, Image Analysis.

Microsoft Azure
What's new in Azure Al Vision: custom image classification/object detection in Vision Studio and v4.0 APIs.

Microsoft Learn
Face detection & attributes (accessories including glasses and mask)-not the right tool for scene-level PPE compliance. Microsoft Learn Face Detect REST API (attributes list, including glasses/mask). Microsoft Learn

Responsible Al updates indicating changes to facial analysis attributes; facial detection/accessories remain but are limited in scope. Azure Docs Azure Al Video Indexer release notes/updates (video-centric use cases,

ongoing adjustments post-AMS retirement).
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N DI=HIZ L > — FEIR%E From Recognizer API (27 TO0—K95&E APIHIERD JSON ZRLET,

“"documentResults”™ : |
{
“docType” : “preb T eipt”,
“pageRange™: |
1,
1
| »
“fields™:{
“ SHET L
RecelpLType™: |
o

w“ VI oL

“valueString® : &l tet ed”,

“confidence” s(% 672

I s

“*MerchantNapa™: |
“type™g"string”,
“val@eEtring” : " Tailwind”,
" "Tailwind”,
tBoundingBox®:[];
Ypage”:1,
*confidence*:0.913,

“elements”: |

|
by

AVHILE Y RBRBRIIL—TDAUN—IC LD BEEINFEBROFELEL—Z M) A—FBICE EOXZEZFATILENHY £IH7?
A. documentResults.docType == "prebuilt:receipt”

B. documentResults.fields.".confidence < 0.7
C. documentResults.fields.ReceiptType.confidence > 0.7

D. documentResults.fields.MerchantName.confidence < 0.7
IEfE: (EfEZRRLET)

The requirements state:

All Al solution responses must have a confidence score # 70%.


https://www.jpnshiken.com/q/68800-6423395/

If the response confidence score is < 70%, the response must be improved by human input.
Members of the Consultant-Bookkeeper group must be able to process financial documents, which includes performing manual review when the Al confidence is below threshold.
Looking at the provided JSON:

" fields " : {

" ReceiptType " : {

"type " : " string ",

" valueString " : " ltemized ",

" confidence " : 0.672

13

" MerchantName " : {

"type " :"string ",

" valueString " : " Tailwind ",

" confidence " : 0.913

}

}
ReceiptType.confidence = 0.672 # this is below 0.7.

MerchantName.confidence = 0.913 # this is above 0.7.

Therefore, the correct condition for triggering manual review is:

documentResults.fields. < field > .confidence < 0.7

Now, evaluating the options:

A). documentResults.docType == " prebuilt:receipt "

Always true for receipts, does not check confidence. Not correct.

B). documentResults.fields.*.confidence < 0.7

This is the correct general expression: trigger manual review whenever any field confidence is below 0.7.

C). documentResults.fields.ReceiptType.confidence > 0.7

This would bypass manual review when ReceiptType has high confidence. The requirement is to trigger review when confidence < 0.7, so this is the opposite.
D). documentResults.fields.MerchantName.confidence < 0.7

This only checks one field (MerchantName). In the JSON, MerchantName has confidence 0.913 ( > 0.7), so this condition would not trigger, but ReceiptType clearly needs review. Too narrow.
The answer: B. documentResults.fields.*.confidence < 0.7

Microsoft References

Azure Al Document Intelligence - Confidence scores

Human-in-the-loop for Document Intelligence

'EF':ﬁ:QS

AR)=2090—0—FOHIEEDFVATIM?
A.POSTNA RN EBRA MUYV 3V &#EET S
B.V2OFAVIZRMNSIUFY¥DART—AHEIONEITEET S
C.1MWAULAEID FZ oYU 30E7—hATJITEETS
D.IVYOTNARANLT LA N T—R2%EET S

Ef:D (A FERERT D)

A streaming workload means data is generated continuously and ingested in near real time.


https://www.jpnshiken.com/q/68800-6423396/

Telemetry from edge/loT devices is a classic example of streaming workloads because the devices constantly push data (sensor readings, logs, metrics).
A). sending transactions daily # batch workload (not streaming).

B). sending metadata every 30 minutes # periodic batch, not continuous streaming.

C). sending old transactions to archive # cold data archival, not streaming.
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)7 ILE A LHERD =02 Azure Machine Learning DY #+—L K A US4V TV RKRA VU MITTOA4THFED7O0—LHY ET,

FL—RTFT—REDRTLA MY I HUE S my-app-insights & LYS & RTD Application Insights 1) YV —XIZEESND L SICTBICIE, TTAM AV FAD YAMLEBR 7 7 M IVEERT H2RELAHY ET,
T7ANEEDESIICERITNEINTIN?BET HICIE BERETEIGA TS a vEBRLTCEESN,

ECEEICIRA Y EAMEShET,

identify the road signs and generate a short description of each road sign:

Azure Al Phi-3-mini
AzureVision in Foundary Tools

wAzure OpenAl GPT-4-Turbo

Analyze the descniptions#o generate a report about the different types of = v
read signs and how often each type occurred: Azure Document intelligence in Foundary Tools

Azure Language in Foundry Tools
Azure Al Phi-3-mini
Azure OpenAl GPT-4-Turbo
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Identify the road signs and generate a short description of each road mgfﬁ »;-\? b >

® Azure Document Intemgence in Foundry Tools
Azure Al Phi-3-mini

T T e —

Azure OpenAl GPT-4-Turbo ]

Analyze the descnptions to generate a rénprrm the different types of [_ ______________ ik s
road 5|m P&awnften each type occurred: lAzure Document mtelltgence in Foundary Tools |

L Azure Language in Foundry Tools
Azure Al Phi-3-mini
5 ' | Azure OpenAl GPT-4-Turbo

Explanation:

Identify the road signs and generate a short description ofeath road sign:  Azure Vision in Foundry Tools

Analyze the descriptions to generate a report @0Qulithe different types of = Azure Document Intelligence in Foundr...
road ins and how'aftén each type occurred:

Mietosoft
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cul EWSEFID Azure Al A>T UVER) Y —REEL Azure Y TRV ) T3 0B YET,

FXa AV EDMTEINDREILTFHFIAT—ERT HIRENHYFET,

AX U REEDESICETINELVWTTM? @ET I, RAZFEETEY LG T a3 vEERLTLESL,
FEELWLMBIRSEICTIRA Y RMIEShET,

! Mickosoft
“https: //cul.services.al.azure.com/ tentuanMMQ w | /fenalyzers/myInvoicetapi-version=20824-13-81-previens”

contentsafety

documentintelligence

{anguageunderstanding




Viicrosoftt

o5t fleul. services.al, azure, com CoOntentun Aifg - [ fanalyzers/mylnvolcetapli-version=2024-12-01l-previes"
1
| contentsafely

S

| dofimentintelligence

‘_!arﬂiﬂgeunderstandmg
Explanation:
5
;i'_; = iYosoft
curl -4 -X POST h' "hetps: floul.services.al.azure.com contentundenstanding - fanalyzers/mylnvolce?api-version=2024-12-01-preview”
~H "Ocp-Apim-Subscription-Key: {key}™ -H "Content-Type: applicationfison -d gEregbody.json
Explanation:

curl -i -X: The POST method is appropriate because you are creating a new custom analyzer, which involves sending a request to create a resource. POST is used for creating new resources in REST APls.

https:// < cu1 > .services.ai.azure.com/: The base URL should be updated to include the contentunderstanding endpoint, as this is the specific service within the Azure Al Content Understanding resource (cu1) that
handles analyzer-related operations. Replace < cu1 > with the actual resource name or endpoint provided by your Azure subscription.

/analyzers/mylnvoice7api-version-2024-12-01-preview: This part of the URL is correct as it specifies the endpoint for creating a custom analyzer (/analyzers) with the name mylnvoice7 and the API version 2024-12-
01-preview. No changes are needed here, assuming the analyzer name and version are intended as shown.
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Azuretr TR 9 1) 73 3 212 _Resourcel & LY S & RITDAzure Al Language—ERX ) Y —ZAMNEFENTWVET  cURLO Y Y FEEFTLTResourcelZ 9 T35 & RDIGEINRINET,

"text™: “Hateo Gomer”™,

“category™: TPerson,

’ "‘."
“offsetT: 6, ._7___\___5 s
"length®: 11, ,J | M ICI'C}SDf
"conf jdenceScore”™: of Y _-:I'.\-'f-' :
2 h
1
1

"warnings™: [] X %Y

“errors™: [],

WU

“mode |Version” ; i*.ii})’i o5-a1"

UTOEERBRICOVT, ELWMEEF FLMEBRLTLESD, 23 TRWMERIF DOVAJEBRLTCESO F LR VBRREEAEAFREBVET,

Answer Area

Statements Yes No

Resourcel was queried by using Personally Identifiatile Information (Pll) detection

The response indicates that Resourcel has lgw confidence in the accuracy of the identified
entity. ) |

The request URL includes the followingString — M i C ro S Oft )

https://resourcel. cognitiveserviges. azure.con/cont GBS Sty



Answer Area

Statements . Yes No

Explanation:
Answer Area

Statements Yes Mo

Resourcel was qguened by using Personally Identihableldn®rmation (Pl

Eﬁ:ﬁ: 99

77VDOTTaAIZERT % Pipelinel &0V5 Azure DevOps /31 754 Ui Y £9, Pipeline1 IZIL Azure Al U —EX 7hO Y FEERT 2R TY THREENTWET,
ERENT=Azure AIF—ERT7 A2 L EFAT HX Ty T%Pipelinel IZEMT 2BEAHYET, COVY a—a VIFRARFIHERPRICHNZADZBENHY FT,
EDAzure AIU K A4 A A—T AR (CL) AR REETTILENHY F9H7?

A.)Y—R)2Y

B.Az7 ho Y k)X

C.AzRBHMY—ERXRTADUF XY T—Y JL—)L

D. MY —ERT7ADY FMNRTLSIC

IEfE: (EfEZRRLET)

* The requirement is to identify the created Azure Al services account within a DevOps pipeline.

* The az cognitiveservices account show command returns the details (name, id, location, etc.) of an existing Azure Al service account.

* az resource link creates or manages links between resources, not what we need.

* az account list lists Azure subscriptions, not resources.

* az cognitiveservices account network-rule manages network access rules but does not return account identity.

Microsoft References:

* az cognitiveservices account show

BH: 100
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Answer Area

The chatbot is showing [answer choice].

The card includes [answer choice].

an Adaptive Card
a Hero Card
a Thumbnail Card

an action set
an image
“an image group

FOSTioedia

1E fiz:

Answer Area

The chatbot is showing [answer choice].

The card includes [answer choice].

— ol e o e o o -

an image group
media

Explanation:

Box 1: Adaptive card
Box 2: an image
Reference:

https://docs.microsoft.com/en-us/microsoftteams/platform/task-modules-and-cards/cards/cards-reference
https://docs.microsoft.com/en-us/composer/how-to-send-cards?tabs=v1x
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All &ULVS ZRITD Azure OpenAl Y —REEL Azure Y TRV Y T avhHy ET,




A—H—0EBEMIZZEZSa YL T7T)ERETHFETT,
Al ZEUH L THEZa VY —IILIZHATI2REN DY T3,
O—FZ2EDESICTERESEEIRETIMNM EZTAICE BETY 7TEULGEATOIVEFBERLTLCESVD, R ELWLNERIEICTI RS Y FAMESHET,

== B Micrgsoft

OpenAl

figw Opendlc 1iane{mew UrL] endpaln iy Mersiurekepiredential{key));

ResponsedCompletionsy re ipansigs

client. | cerCompletio {deploymentNane, “what Is Microsoft Azure?®);

| GetEmbigddings
Gé*ﬂh“d?qeﬁ'meraticns

Console WPiitedne | (responseValue.Choices]0] Text):
w ? (response Value Chaices[0). Text)
(response Valueld); |
:_ (responseMValue PromptFilterResults)

IEfiZ:
Answer Area I 2
OpenAIClient client = M I AN
new OpenAlClient{new Uri{endpoin z
Response<Completions> respons o
client. (deploymentName, “What is Microsoft Azure?™);
{response. Value.ld)
{response.Value PromptFilterResults);
Explanation:

OpendAlClient client =
new OpendAlClient(new Uri{endpodnt), new AzurekeyCredentialikey));

Response<Completions> response =

GetCompletigns *  (deploymentiame, “What iz Microsoft Azure?");

M I 'C !' O SQ -Ft WreiteLine {regponse Value.Choices|0] Text): ot

You are using the Azure OpenAl .NET SDK to send a prompt ("What is Microsoft Azure?") to a text model deployment. For text generation, you must call the Completions endpoint; hence client. GetCompletions(...) (or the
async variant) is correct.
The Response < Completions > object returns one or more choices; the generated text is contained in response.Value.Choices[0].Text , which you can write to the console.

GetEmbeddings would return vector embeddings, not natural-language text, and GetimageGenerations is for DALL E image generation, so neither meets the requirement to "answer user questions" and print text.
Microsoft References

Azure OpenAl Service (.NET) - Completions quickstart and sample showing GetCompletions and reading Choices[0].Text .
Azure OpenAl Service - Embeddings overview (returns vectors, not text).



Azure OpenAl Service - Image generation overview (DALL E, not for text answers).
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7’04 5 LiT Azure Cognitive Services ') YV —X & T HT-ODRD C# Ay FBRHYFET,
static void create resource(CognitiveSepwicesManagementClient client, string
resource name, string kind, string acCount [tiekeRBEhifigbTation)

{

CognitiveServicesAccount parameters =

new CognitiveServicesAccount«{null,” null, kind, location, resource name,

new CognitiveServicesAccountPropexties (), new Sku(account tier));

var result = client.Accounts<€reate(resource group name, account tier,
parameters);
}
KEFEEAzure!) —¥ 3 VIZEHDAzure!) V—REERT HICIE AV Y FERUHITBEAHYET , COVY—REX BEEDF VYT a v cHBERT A-OICEREINET,
EDI—REFERAINEINTTA?
A. create_resource(client, "res1", "ComputerVision", "F0", "westus")
B. create_resource(client, "res1", "CustomVision.Prediction", "F0", "westus")
C. create_resource(client, "res1", "ComputerVision", "S0", "westus")
D. create_resource(client, "res1", "CustomVision.Prediction", "S0", "westus")
IEfE: (EfEERTLET)
The question is about creating an Azure Cognitive Services resource programmatically with C#.
Key requirements from the question:
Free resource # This requires the FO (Free) pricing tier.
West US region # Location should be " westus " .
Generate captions of images automatically # This requires the Computer Vision service.
Option Analysis
A). create_resource(client, "res1 ", " ComputerVision ", " FO " , " westus " ) Uses " ComputerVision " kind # Correct, because Computer Vision provides the image captioning feature.
Tieris " FO " # Correct, free tier.
Location " westus " # Correct.
This is the correct answer.
B). create_resource(client, "res1 ", " CustomVision.Prediction" , " FO " , " westus " ) Custom Vision is for building and deploying custom image classifiers.
The Prediction resource is specifically for running inference, not general captioning.
Wrong service for the requirement.
C). create_resource(client, "res1 ", " ComputerVision"," S0 ", " westus ")
" ComputerVision " is correct.
But" S0 " is a paid tier, not the required free tier.
Does not meet the requirement.

D). create_resource(client, "res1 ", " CustomVision.Prediction ", " S0 " , " westus " ) Wrong service (captioning is not handled by Custom Vision).

Wrong tier (paid instead of free).

Incorrect.

The answer: A. create_resource(client, " res1 " , " ComputerVision ", " FO ", " westus " ) Microsoft References Azure Al Computer Vision documentation Create a Cognitive Services resource in Azure Computer Vision

capabilities - Image analysis and captioning


https://www.jpnshiken.com/q/68800-6423403/
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Decision API & Language APl R4 57 7 ZBFKE L TWET,

T7FIVDYY—RETOELIZ VI RERHYET V) a—2avTR EY—ERICE—DIVRRA Y FEBRIEREFERALTTZ IV ERATEEELIICTEIHREAHY FT,
EDEIGRATD) YV —REERT D2RELNHY FIH?

A E5E
B.aVTUYETL—2—
C. RE—F

D.Azure A9 =747 HY—EX
EfR:D (A FERET D)
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Azure AlFoundry T—Y x>V b H—EXZFALTI—Cz U FEBELTWET,

I— Y bABEQ BREICY U—RENF-DAT—FICT I CATELILEZRERTIHELAHY T,
O—FEEDESICERSERIRETIMN? AZTHICIE EEIY 7 TEYNLGEA T a vEERLTLESL,
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Answer Area

min sarch NAactT i0n
garc | - mnEs on_ =LONN_
AzureflSearchTool
with projec
BingGroundingTool
AgEnt = Ee_agent
FunctionTool
B = g .
names"my-#55135% ]
agent = project_client.agents.create asgent(

model="gpt-4075
name="my-assistant™

instructions="You are a helpful assistant",

i 1 =t g
¥ | search.definitions,

tool_resources= 2
prin |gent.id}”™)

tools=

1Efig:
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Answer Area

Microsoft

conn_id = “search_connection_id"

search = ’. 'I (cennectign, idwconn_id)

BingGroundingTool

—— — _— - ke _agant|

FunctionTool

nase="®y-a5sisvineE,
agent = project_client.agents.create_agentyi
model="gpt-4o°,
name="my-assistant”,

instructions="vol #fe ¥ h€lpful assistant”,

| ol r search.definitions,
)

orint tool_resources=

jgent.id}")

Explanation:

Answail Ared

comn_id = “sesrchicoanction_id®

gRarch m Barygfaihoureding Tool *  [connmition_idegonn id)
with prajigtclisant
AFEAT » project_¢© 1lent LAEONTE . create_agent(
modaLe ™ gpe- 000

[t ]
A w " - ST,

agent & project_clisnt sgents. create_sgent]

sodels“gpt-4c",

nases“my-aisistant™,

imeructionse"vou, ey Kbelpful sssistent™,

P'-"II||CEIQ|5E]{1 - LA smarch. definitions,

¥

princ(f"Créated agent, ID: {agent.id}")

To let an agent use public web data with recency controls (e.g., limit to content from the last 90 days), you add the Bing grounding tool. In the Azure Al Foundry Agent Service SDK, you create a connection (e.g.,
search_connection_id ) and then construct a BingGroundingTool with that connection. The tool exposes a list of definitions (tool operations) that the agent can call at runtime.
When creating the agent, you pass tool definitions via the tools= argument (a list of ToolDefinition ). The tool_resources= argument is used when the tool requires additional resource descriptors (e.g., Azure Al Search

index configuration). For Bing grounding, providing the connection and passing the definitions as tools= is sufficient. This enables the agent to call Bing with date filters to retrieve only recent, publicly accessible content.
Microsoft Azure Al References (titles only)

Azure Al Agent Service - Bing web grounding tool
Azure Al Agent Service - Create an agent (agent creation parameters including tools and tool_resources ) Azure Al Agent Service - Tool connections and definitions
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A. Foundry Tools @ Azure Document Intelligence

B. Microsoft Defender for Cloud Apps

C. Azure Custom Vision

D. Foundry Tools @ Azure Vision

E. Foundry#llffl 7 L—IzB T30 T o ynkekt
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Azure Cognitive Search ZEA L TFHL Y IOR—XZHFELTLET,
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B. RE#E
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Within a search service, synonym maps are a global resource that associate equivalent terms, expanding the scope of a query without the user having to actually provide the term. For example, assuming "dog", "canine",
and "puppy" are mapped synonyms, a query on "canine" will match on a document containing "dog".
Create synonyms: A synonym map is an asset that can be created once and used by many indexes.
Reference:

https://docs.microsoft.com/en-us/azure/search/search-synonyms
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Answer Area

JSON data: v

File projection
Object projection
Table projection

Scanned data:

% |
Vlicroso
File projéz‘fgi%“ﬁ R
Object projection
Table projection

IEfiZ:
Answer Area Microsoft

JSON data: v

Scanned data: v

Object projection
Table projection

Explanation:



Answer Area

JSON data: -

File prgjection
Object projection
Table projection

Scanned data: v

File projection
Object projection
Table projection

Comprehensive Detailed Explanation

In an Azure Cognitive Search knowledge store, you can project enriched content into three main forms:
File projection # For storing binary or unstructured documents (e.g., scanned PDFs, images).

Object projection # For storing JSON obijects (hierarchical/unstructured JSON data).

Table projection # For storing structured, tabular results (relational data).

Case 1: JSON data

JSON is already structured/unstructured textual data.

The right projection type for JSON in the knowledge store is Object projection.

Case 2: Scanned data

Scanned PDF/image data is binary file-based content.

The right projection type is File projection, so you can store the original scanned file along with extracted text.
Final Answer (Answer Area)

JSON data: Object projection

Scanned data: File projection

Microsoft References

Azure Cognitive Search knowledge store projections

Object vs File vs Table projections
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Instead, you could migrate to a Cognitive Search service that uses a higher tier.

Note: A simple fix to most throttling issues is to throw more resources at the search service (typically replicas for query-based throttling, or partitions for indexing-based throttling). However, increasing replicas or partitions
adds cost, which is why it is important to know the reason why throttling is occurring at all.
Reference:

https://docs.microsoft.com/en-us/azure/search/search-performance-analysis
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You need to minimize indexing time for 10 GB of scanned docs and images.

Azure Cognitive Search supports parallel indexing to increase throughput by partitioning work.

A text-based indexer or scheduled indexing will not reduce build time.

Field mappings help transform fields but don't affect indexing speed.

Therefore, the correct way to speed up index building is parallel indexing.
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Comprehensive Detailed Explanation

If a chatbot must query a knowledge base (KB), the Bot Framework uses QnAMakerDialog (inherited into Azure Cognitive Service for Language's Question Answering).
AdaptiveDialog manages complex dialog flows but not specifically KB querying.
ComponentDialog organizes dialogs, but again, not specific for knowledge bases.

SkillDialog is used when invoking another bot (skill), not for KB queries.
The answer: B. QnAMakerDialog
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Reference: Use QnAMakerDialog in Bot Framework
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Prompt for text
Text input
i Collgction information - Ask for a word or sentence.

AskForName > BeginDialcg > Text Show code

Leam more
“ BeginDialog

Begin dialog event Bot Asks User Input Other

Property C | string - |

O 5ot asis (Texd)
usenname

What is your name? "_‘M_ |
oot sl IVIICFOSOTE

| : W (8. =toUpper(this.value), S(toUpper(this.value))
@ User Input (Texy El b |
usecrame = Input(Text)

Value G | expression

- -

‘ fx =coalesce(@user.Name.@personName)

p. Expected responses (intent:

% #Textinput_Response_GH5FTe)

0 ik {Nun—'l_heﬂ

Hello S{user.name], how old are you?

>

@ ser Input (Number)
user.age = Input(Number)

LUTOEXIZDOWT ELWMESIE R ZERLTLESWD, Z5THEWNMESE DOVA JZERLTESL,
FEELWVERIEICTRAY AT ESNFET,



Answer Area
Statements Yes No

user.name is an entity. ® C

The dialog asks for a user name and a user.age and assigns appreMﬁ C rQSth
values to the user.name and user.age properties.

The chatbot attempts to take the first non-null entity value for userName
or personName and assigns the value to user.name.

1F fiZ:

Answer Area ME Cros th

State

user.name is an entity.

The dialog asks for a user name and a user age and assigns appropriate

values to the user.name and user.age properties.

The chatbot attempts to take the first non-null entity value for userName
or personName and assigns the value to user.name.

Explanation:
Answer Area o

Statements | M ICFOSO ftes No
user.name IS an entity. O O
The dialog asks for a user name and a user.age and assigns appropriate :
values to the user.name and user.age properties. < 2
The chatbot attempts to take the first non-null entity value for userName o5 -

or personName and assigns the value to user.name.
Dialog Recap

The Bot Framework Composer dialog shown:
Bot asks: "What is your name?"
User input stored in user.name .
Property is user.name with a value expression: =coalesce(@user.Name, @personName) Bot asks: "Hello ${user.name}, how old are you?" User input stored in user.age .
Statement Analysis



user.name is an entity.

No.

user.name here is not an entity. It is a property in the bot's memory (user state).

Entities come from LUIS/CLU recognition, while this is a variable property.

The dialog asks for a user name and a user age and assigns appropriate values to the user.name and user.age properties.

Yes.

The dialog explicitly prompts for a text input (hame) and a number input (age) and assigns them to user.name and user.age .

The chatbot attempts to take the first non-null entity value for userName or personName and assigns the value to user.name.

Yes.

The expression =coalesce(@user.Name, @personName) ensures that if @user.Name exists, it's used; otherwise, it tries @personName . This is exactly first-non-null entity resolution.
Final Answer

user.name is an entity. # No

The dialog asks for a user name and a user age and assigns appropriate values to the user.name and user.age properties. # Yes The chatbot attempts to take the first non-null entity value for userName or personName
and assigns the value to user.name. # Yes Microsoft References Bot Framework Composer - Memory and Properties Expressions and coalesce function Reference:
https://docs.microsoft.com/en-us/composer/concept-language-generation
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Name Type Size
Filel PDF 20 MB
File2 MP4 | 100 MB
File3 PG 20 MB
File4 PDF 100 MB
File5 GIF 1 MB
File6 JPG 40 MB
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774U
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7743

.74

. IT7AIS

. 27146
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This question is about selecting valid training files for a custom Form Recognizer model in Azure Al Document Intelligence (formerly Form Recognizer).
Supported File Formats for Training

According to Microsoft documentation, Form Recognizer supports the following for training and analysis:

PDF (# 500 pages, # 50 MB for training)

JPEG/JPG (# 50 MB)

PNG (# 50 MB)

TIFF (# 50 MB)

Mmoo w >
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Unsupported:

MP4 # Video not supported.

GIF # Not supported.

Maximum File Size Rules (for training input files):
Images (JPG, PNG, TIFF): # 50 MB
PDFs: # 50 MB

Note: 500 pages limit applies to PDFs.
File-by-File Analysis

File1 - PDF - 20 MB

Type supported.

Size within limit ( < 50 MB).

Valid #

File2 - MP4 - 100 MB

MP4 is not supported.

Invalid #

File3 - JPG - 20 MB

Type supported.

Size within limit ( < 50 MB).

Valid #

File4 - PDF - 100 MB

Type supported.

Size exceeds the 50 MB maximum limit.
Invalid #

File5 - GIF - 1 MB

GIF format not supported.

Invalid #

File6 - JPG - 40 MB

Type supported.

Size within limit ( < 50 MB).

Valid #

The answer:

A). File1, C. File3, F. File6

Microsoft References

Azure Al Document Intelligence (Form Recognizer) - Supported file formats Train a custom model with Azure Form Recognizer
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A. Xamarin.Cognitive.Speech
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D. Azure.Al.Language.Conversations
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Answer Area
translation_recognition_result = translation_recognizer.recognize once_async().get()

if translation _recognition_result. v

reason

text

translations

oy

N

print(“Recognized: 1}".formt(lranaIatidhi_w;'fiﬁ'ﬁ_reault.te:l)} ' NoMatch:
print("""Translated into '(}": [}"‘;"?»;fm%{ ' | RecognizingSpeech:
% N |TranslatedSpeech

target_language,
translatinn_rﬁtagnfiTﬁn;pesﬁit.tranalations[target_]anguage]}]

elif translat inn*r"‘i___c_m'it i

eason == speechsdk.ResultReason,NoMatch:
L

M 1"@ F@S@#t ion_result.no_match_details))

print("No speech tould

translation_recopnition_result = translation_recognizer.recopnize _once_async().get()

if translation recognition_result. L w
reason |

*..........

| laert

translatmn 3

L ———

print{“Recognized: {)".format(translation. recognition_result.text)) | NoMatch:

RecognizingSpeech:
[Translatedﬁpeech I

print(""“Translated into [} & [} "7, farmat(

target_language;

translation _rétognition result.translations[target language]))

eI..:mn recognition_result.reason == speechsdk.ResultReason.NoMatch:
Mcllc-ronsoﬁat{tramhtmn _recognition_result.no_match_details))

Explanation:
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Obtain values to connect your bot to the knowledge base

1. In the QnA Maker site, select your knowledge base.

2. With your knowledge base open, select the SETTINGS tab. Record the value shown for service name. This value is useful for finding your knowledge base of interest when using the QnA Maker portal interface. It's not
used to connect your bot app to this knowledge base.

3. Scroll down to find Deployment details and record the following values from the Postman sample HTTP request:
4. POST /knowledgebases/<knowledge-base-id>/generateAnswer

5. Host: <your-host-url>

6. Authorization: EndpointKey <your-endpoint-key>

Reference:

https://docs.microsoft.com/en-us/azure/bot-service/bot-builder-howto-gna
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Actions

Change the model domain.

' Retrain the model.

| Test the model.

i Export the rnndel._

Actions er Area _
_______ B\ icrosST At o,
'Qhange the model domain. | & 9'132@3“ s ng_el_dg nja_m_ %
_— e = = = = = = = = = o ‘_..........‘gh_..;r...._........_._........._......l
i el e e 3 -
| Retraln the mode[ I --;E§ﬂf'9 l_he_ n_m_d P:" ______ :@
____________ WP——" H_______________1
________ MR- :
lTest the model | { SR e Fade. @
-------------ﬁﬂﬁ
Exportthe model.
i e
Explanation: i.

In user want to change to deploy offline model

1. Change model domain to compact model

2. Retrain compact model

3. Export model

Reference:
https://docs.microsoft.com/en-us/azure/cognitive-services/custom-vision-service/export-your-model
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A. toScript=Cyrl

B. from=el

C. textType=html

D. to=el

E. textType=plain

F. toScript=Latn
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Comprehensive Detailed Explanation

You are asked to construct a URI for the Microsoft Translator API call that:

Translates webpage content into Greek (el).

Returns a transliteration in the Roman alphabet (Latin script).

The base URI given is:

https: //api.cognitive.microsofttranslator.com/translate?api-version=3.0 Now, let's evaluate the required query parameters.
1. to=el

This specifies the target language for translation.

Since the requirement is to translate into Greek, we must include:

to =el

Correct

2. textType=htmi

The source content is from a webpage.

Translator API requires textType=html for web page or HTML-formatted content.

If omitted, the default is plain text.

Correct

3. toScript=Latn

By default, Greek text is written in its native Greek script.

To provide a transliteration in the Roman alphabet, we must set toScript=Latn .

Latn = Latin script.

Correct

Incorrect Options

A). toScript=Cyrl

Cyrl = Cyrillic script. Not required here.

B). from=el
This would mean the source language is Greek.
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In the requirement, the target is Greek, so this is incorrect.

E). textType=plain

Incorrect, since we are translating HTML webpage content, not plain text.
The answer: C. textType=html, D. to=el, F. toScript=Latn

Microsoft References

Translator Text API v3.0 Reference - Translate

Language and Script Parameters (to, from, toScript)
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We need to design a Conversational Language Understanding (CLU) model for smart home commands.
The sample utterances:
"Set all the lights to on." # Intent = change setting, Entity = device (lights)
"Turn off the lights in the living room." # Intent = change setting, Entities = device (lights) + location (living room)
"What is the current thermostat temperature?" # Intent = query setting, Entity = device (thermostat)
"Lower the temperature of the thermostat by five degrees." # Intent = change setting, Entity = device (thermostat) Breakdown:
Intents needed:
Change setting intent (D): Covers actions like turning devices on/off, lowering temperature.
Query setting intent (E): Covers questions about current state, like "What is the thermostat temperature?" Entities needed:
Device entity (F): Identifies devices such as lights and thermostat .
Why not the others:
A). a location intent # Location (like "living room") should be modeled as an entity, not an intent.
B). a change setting entity # Change setting is an action (intent), not an entity.
C). a device intent # Devices are entities, not intents.

The answer:
D). a change setting intent

E). a query setting intent

ﬂ[npc>w>
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F). a device entity

Microsoft References

Intents and entities in CLU

CLU model design best practices
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With Azure OpenAl , you don't call a raw "model name" directly; you call a deployment of that model.
SDKs and REST require:

the resource endpoint ,

the API key (or Entra ID token), and

the deployment name to target the specific model instance.

References

Azure OpenAl quickstart (connect using endpoint, key, and deployment name ).
https://learn.microsoft.com/azure/ai-services/openai/quickstart

Chat/completions-path uses /deployments/{deployment-id}.
https://learn.microsoft.com/azure/ai-services/openai/reference#chat-completions

A%E7%AI102JERBE ZJPNTest.comiZ2fit S h  AI102JERERICEHE T B 2 & ITRIZII B EFT ! JPNTest.comlZ S HHAI-M02JHEREIEE F 1=t L 97, JPNTest.com Al-102JHERRAIEE (XL SEHShFEL, 22
TAHMOIBBENDTA IV VEFIZANE T, RFRD 7 2 £ X _ https://www.jpntest.com/shiken/Al-102J-mondaishu 825/, 3 0%7 4« A A~ > b 4814 E 53— K: JPNshiken;
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Text Analytics Cognitive Service could be used to quickly determine the public perception for a specific topic, event or brand.

Example: A NodedS app which pulls Tweets from Twitter using the Twitter API based on a specified search term. Then pass these onto Text Analytics for sentiment scoring before storing the data and building a

visualisation in PowerBI. The Architecture looked something like this:


https://www.jpnshiken.com/q/68800-6423422/
https://www.jpntest.com/shiken/AI-102J-mondaishu
https://www.jpnshiken.com/q/68800-6423423/

Nodels App

TWEET +

SENTIMENT

Reference:
https://www.linkedin.com/pulse/measuring-public-perception-azure-cognitive-services-steve-dalai
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The requirement is for supporting voice interactions across multiple client apps.

Cortana is deprecated and limited to Cortana channels only.

Microsoft Teams is app-specific and not suited for multiple client apps.

Direct Line Speech is designed to connect bots with Speech SDK-enabled clients, enabling voice-first bots that can work across multiple applications and devices.
Therefore, Direct Line Speech is the correct channel.
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A. File1.avi % Azure Al Video Indexer Web ¥4 R 27wy 7O—KLZET,
B. File1.avi % www.youtube.com 7 = IR—IIZF7yv TA—FLET,

C. File1.avi & Microsoft OneDrive [Z7 v 7O— KL ZET,
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D. File1.avi & Azure Storage ¥ a1 —I[C7 v 7AO—KLZET,
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On the Azure Al Video Indexer website, uploading directly from your device is limited to 2 GB -your file is 20 GB , so this won't work. Instead, the recommended approach is to upload the video to an online location and
use the "Enter URL" option in the Video Indexer site. The service accepts a direct media-file URL (not a web page like YouTube) and supports uploads up to 30 GB via URL. Given the options provided, OneDrive is the
only viable online storage choice listed to host the file before submitting its direct URL to Video Indexer. (Note: the URL must resolve directly to the media file; YouTube links are explicitly not supported, and an Azure
Storage queue is not for storing video files.) Microsoft References Azure Al Video Indexer support matrix: 2-GB limit from device; 30-GB limit via URL ; URL must be a direct media file, not a webpage (e.g., YouTube).
Microsoft Learn Upload & index media in the Video Indexer website ("Enter URL" flow). Microsoft Learn Considerations at scale: prefer URL upload over byte array; reiterates 2-GB vs 30-GB limits. Microsoft Learn
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docker run --rm -it -p 5000:5000 —--memory 8g --cpus 1 \

http://contoso.blob.core.windows.net
https://contoso.cognitiveservices.azure.com
mcr.micrgspft.com/azurescognitive—-services/textanalytics/keyphrase
mer . migydSoft Voon /83058 Cognitive-services/fekxtanalytics/sentiment

Eula=accept \
Billing= Wil \

http://contoso.blob.Cote windows.net
https://contoso.coeghitliveservices.azure.com

mcr.microsoft ‘com/azure-cognitive-services/textanalytics/keyphrase
mcr.microsofticem/azure-cognitive-services/textanalytics/sentiment

ApiKe y=XXXXXXXXAAXXAXXXXXX
IF f2:



https://www.jpnshiken.com/q/68800-6423425/

ocker run --rm -it -p 5000:5000 --memory 8g --cpus “ﬁl

http://contoso.blob.core.windows.net
https://contoso.cognitiveservices.azure.com

— o o e e mm e e G S mmm s mmm e omme e m f omm ( sm sm osee mmm mmm s mmm

ula=accept \
_'|_]_13_ng= - .:.".'. I e B . [' 3

—————-—-—--n.r—--.-———.————-——-—-—.——--————

mcr.micrascft.com}azure—cognitive—serviCEﬂftExtanalyticsfkeyphrase
mcr.microsoft.com/azure-cognitive-services/textanalytics/sentiment

[T S o o S e L L L T PR T e PP P Sy Y s

Explanation:

http://contoso.blob.core.windows.net
https //contoso.cognitiveservices.azure.com
mcr. mlcroscft ccmfazure cognltlve serv1ces!textanaly

Eula=accept \
Billing= a

http J//co .Ccore.windows.net

https://co so.cognitiveservices.azure.com
mcr.microsoft.com/azure-cognitive- serv1cesftextanalyt1csfkeyphrase
mcr.microsoft.com/azure-cognitive-services/textanalytics/sentiment

ApiKey=XXX XYL N LHUANL NN LKEX

Box 1: mcr.microsoft.com/azure-cognitive-services/textanalytics/sentiment To run the Sentiment Analysis v3 container, execute the following docker run command.
docker run --rm -it -p 5000:5000 --memory 8g --cpus 1\

mcr.microsoft.com/azure-cognitive-services/textanalytics/sentiment \

Eula=accept \

Billing={ENDPOINT_URI}\

ApiKey={API_KEY} is the endpoint for accessing the Text Analytics API. https:// < your-custom-subdomain

> .cognitiveservices.azure.com

Box 2: https://contoso.cognitiveservices.azure.com

{ENDPOINT _URI} is the endpoint for accessing the Text Analytics API: https:// < your-custom-subdomain
> .cognitiveservices.a The endpoint for accessing the Text Analytics API. zure.com Reference:



https://docs.microsoft.com/en-us/azure/cognitive-services/text-analytics/how-tos/text-analytics-how-to-install-containers?tabs=sentiment
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When working with Speech Studio in Azure Al Speech (for example, to build a custom speech model for recognition or training purposes), you must provide speech samples along with their transcripts.
Requirements for Uploading Speech Samples:

Audio File Format

The supported format is .wav (PCM, 16-bit, 16 kHz or 8 kHz mono).

Other formats like .wma , .flac , or .mp3 are not accepted for training custom models.

Batch Upload via .zip

Audio files must be placed in a .zip archive.

The .zip file must also include a transcription file (usually a .txt or .json file) that maps the spoken audio in each .wav file to the correct text.
Transcript Format

Transcripts must be plain text, not Microsoft Word documents.

The transcript must align correctly with each audio file to ensure the Speech service learns from accurate mappings.

Option Analysis

A). Combine into one .wma file

Incorrect. .wma is not supported. Also, Speech Studio expects multiple .wav samples, not one big file.

B). Upload a .zip file containing .wav files + transcript

Correct. This is the officially supported method for uploading training data into a Speech Studio project.

C). Upload .flac files with Word transcript

Incorrect. .flac is not supported. Transcripts must be plain text, not Word files.

D). Upload individual .wma files

Incorrect. .wma is not supported.

The answer: B. Upload a .zip file that contains a collection of audio files in the .wav format and a corresponding text transcript file.

Microsoft References

Prepare training data for Custom Speech

Speech Studio - Data Requirements
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EfE:A(QAV REHEEKT D)

* Conversational Language Understanding (CLU) is trained using utterances.

* Adding these example phrases as utterances for the FindContact intent is exactly how training is done.
* This ensures the model learns to recognize similar queries.

The answer: Yes

Reference: Train Conversational Language Understanding models
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In SQL, commands are categorized into different language groups depending on their purpose:
Data Manipulation Language (DML):

Deals with manipulating the data stored in existing database objects.
Includes:

SELECT # query data

INSERT # add new records

UPDATE # modify existing records

DELETE # remove records

Therefore, UPDATE is a DML statement.

Data Definition Language (DDL):

Used to define and manage database schema objects (tables, indexes, schemas).
Includes: CREATE , ALTER , DROP , TRUNCATE .

Data Control Language (DCL):

Used to control access and permissions.

Includes: GRANT , REVOKE .

Now let's map the options:

A). REVOKE # DCL (not DML).

B). UPDATE # DML # (correct).

C). DROP # DDL (removes database objects).

D). CREATE # DDL (creates database objects).

The answer: B. UPDATE

Microsoft References
SQL Language Elements - DDL, DML, DCL

UPDATE (Transact-SQL)


https://www.jpnshiken.com/q/68800-6423428/
https://www.jpnshiken.com/q/68800-6423429/

Topic 1, Contoso, Ltd.Case Study

This is a case study Case studies are not timed separately. You can use as much exam time as you would like to complete each case. However, there may be additional case studies and sections on this exam. You must
manage your time to ensure that you are able to complete all questions included on this exam in the time provided.

To answer the questions included in a case study, you will need to reference information that is provided in the case study. Case studies might contain exhibits and other resources that provide more information about the
scenario that is described in the case study. Each question is independent of the other questions in this case study.

At the end of this case study, a review screen will appear. This screen allows you to review your answers and to make changes before you move to the next section of the exam. After you begin a new section, you cannot
return to this section.

To start the case study

To display the first question in this case study, click the Next button. Use the buttons in the left pane to explore the content of the case study before you answer the questions. Clicking these buttons displays information
such as business requirements, existing environment, and problem statements. If the case study has an All Information tab. note that the information displayed is identical to the information displayed on the subsequent
tabs. When you are ready to answer a question, click the Question button to return to the question.

General Overview

Contoso, Ltd. is an international accounting company that has offices in France. Portugal, and the United Kingdom. Contoso has a professional services department that contains the

R~ T i M . T S S e
Accountant Manager United Kingdomm, France, Pormugal
Accountant | Consultant Uruted h'lnr:_-'h m, France, Portugal
Customer | Manager Uinited Kingdom
Cenvice I !
= e !
L USTOMEer | Agent United Kingdom
| Service I |
Bookkeeper ] Manager United Kincglorn ‘F_rfldrln._:'_.j"‘-.::_Tj..j_'L-al_“_ 1'
Bookkeeper | Consultant Linited Kingiie Frande. | Rovhuicsal |
Infrastructure
Contoso has the following subscriptions:
* Azure

* Microsoft 365

* Microsoft Dynamics 365

Azure Active (Azure AD) Directory

Contoso has Azure Active Directory groups for securing role-based access. The company uses the following group naming conventions:
* |CountryJ-[Levell-[Role]

* [Level]-[Role]

Intellectual Property

Contoso has the intellectual property shown in the following table.



Content

Weelkly
webinars

Language

English

Content
__store

Arure

Elob
storage

Domain

Vid.contoso.com

Blogs

Wikis

English
French
Portuguese
English,
French
Fortuguese

WordPress

AZure | =
Cosmos

DB

Pt - blog contoso.com

Bl-:.:'g coONMTOoSO.COoMm
Er=blog.contoso.com
Internal,.coONTOsSo.Comy wiki

Maonthly

conferance
recordings
Frequently

Video

Text

English

E_r'.-r__'u-sh

SharePoint
Online

SharePoint

Contoso.sharepoint.com

Contososharepoint.com

asked Online
QuUEsTIONS

(FACS)

Text-based content is provided only in one language and is not translated.

Planned Projects

Contoso plans to develop the following:

* A document processing workflow to extract information automatically from PDFs and images of financial documents

* A customer-support chatbot that will answer questions by using FAQs

* A searchable knowledgebase of all the intellectual property

Technical Requirements

Contoso identifies the following technical requirements:

* All content must be approved before being published.

* All planned projects must support English, French, and Portuguese.

* All content must be secured by using role-based access control (RBAC).

* RBAC role assignments must use the principle of least privilege.

* RBAC roles must be assigned only to Azure Active Directory groups.

* Al solution responses must have a confidence score that is equal to or greater than 70 percent.

* When the response confidence score of an Al response is lower than 70 percent, the response must be improved by human input.
Chatbot Requirements

Contoso identifies the following requirements for the chatbot:

* Provide customers with answers to the FAQs.

* Ensure that the customers can chat to a customer service agent.

* Ensure that the members of a group named Management-Accountants can approve the FAQs.

* Ensure that the members of a group named Consultant-Accountants can create and amend the FAQs.

* Ensure that the members of a group named the Agent-CustomerServices can browse the FAQs.

* Ensure that access to the customer service agents is managed by using Omnichannel for Customer Service.

* When the response confidence score is low. ensure that the chatbot can provide other response options to the customers.
Document Processing Requirements

Contoso identifies the following requirements for document processing:

* The document processing solution must be able to process standardized financial documents that have the following characteristics:
* Contain fewer than 20 pages.

* Be formatted as PDF or JPEG files.



* Have a distinct standard for each office.

* The document processing solution must be able to extract tables and text from the financial documents.
* The document processing solution must be able to extract information from receipt images.

* Members of a group named Management-Bookkeeper must define how to extract tables from the financial documents.
* Members of a group named Consultant-Bookkeeper must be able to process the financial documents.
Knowledgebase Requirements

Contoso identifies the following requirements for the knowledgebase:

* Supports searches for equivalent terms

* Can transcribe jargon with high accuracy

* Can search content in different formats, including video

* Provides relevant links to external resources for further research
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Actions Answer Area

Use the ExportProject endpoint on acvdev

Use the GetProjects endpoint on acvdev.

Use the ImportProject endpoint on acvprod @ @
Use the ExportIteration endpoint on a::vde_v. @ @
Usethe GetIterations endpoint on a_t_:vdév.

Use the UpdateProject endpoint onacvprod

Efig:



Actions Answer Area

s O i S i ML i S e e Ll Ll

: ! , :
jUse the ExportProject endpoint on acvdev. | Usethe GetProjects endpoint on acvdev. ;
___________________ Pk kit i R S v S e R
| Use the GetProjects endpoint on acvdev. ! . O G R S e - 1
— | Usethe BsBortproject endpoint on acvdev. '
Use the ImportProject endpoint on acvprod. | @ ___________________ @

e —— e A W e e

{ Use the GetIterations endpeintipracvdey.

| Use the UpdateProject endp&ﬁcn acyprod

e e e e e e e e s M —

Explanation:

Use the Get Pt | &/&t<d @adpoint on acvdev

Use the ExportProject endpoint on acvdev

Use the ImportBEx&ject endpoint on acvprod

Comprehensive Detailed Explanation

You trained an object detection model obj1 inside project proj1 on the acvdev Custom Vision resource and need to move it to the acvprod resource.

Moving a model between Custom Vision resources is done by exporting the project (not an iteration) from the source resource and importing it into the target resource.
Step 1: GetProjects (acvdev)

Retrieve the list of projects on the development resource to obtain the project ID of proj1 . The export operation requires the project ID.

Step 2: ExportProject (acvdev)

Call the Export Project APl on the development resource to generate the portable project package (includes tags, images' metadata, iterations, settings). This is specifically intended for moving/cloning a project across
resources or regions.

Step 3: ImportProject (acvprod)

Use the Import Project API on the production resource to create a new project from the exported package.

This recreates the project (and associated iterations/metadata) under acvprod .

Notes:

Exportlteration is for exporting a trained iteration to formats for edge/container or mobile use, not for transferring to another Custom Vision resource.

UpdateProject is for changing metadata (name, description, domain) of an existing project and is not part of the move workflow.

References (Microsoft Azure Al Solution)

Custom Vision REST API - Projects: Export/Import

https://learn.microsoft.com/azure/ai-services/custom-vision-service/export-import-project Custom Vision REST API - Projects API (Get projects)
https://learn.microsoft.com/rest/api/customvision/training/projects

Custom Vision - Export model vs. Export project guidance

https://learn.microsoft.com/azure/ai-services/custom-vision-service/export-your-model (describes iteration export purpose versus project portability)
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Comprehensive Detailed Explanation

The scenario:

You are building an Azure WebJob to create knowledge bases from an array of URLs.

You already have a QnAMakerClient object instantiated with the relevant API keys.

You need to know what steps are required to create a knowledge base programmatically.

Step 1 - Create a CreateKbDTO object

CreateKbDTO is the request payload for creating a knowledge base.

It contains the name of the knowledge base and its sources, which may include:

A list of URLSs.

A list of QnA pairs ( QnADTO ).

A list of files ( FileDTO ).

In this case, since the WebJob provides URLs, they will be passed inside the CreateKbDTO.Sources property.
Step 2 - Call client. Knowledgebase.CreateAsync

Once the CreateKbDTO object is defined, you use the QnAMakerClient to send the request:

var response = await client.Knowledgebase.CreateAsync(createKbDTO);

This triggers the asynchronous creation of a new knowledge base in the QnA Maker service.

Why not A or C?

A). Create a list of FileDTO objects: Not required here, because the question specifies URLSs, not files.
C). Create a list of QnADTO objects: Also not needed, since you're not directly supplying QnA pairs; the knowledge base will be built from URLs.
Correct Answer

B). Call the client.Knowledgebase.CreateAsync method.

D). Create a CreateKbDTO object.

Microsoft References

QnA Maker - Create Knowledge Base API

QnAMakerClient Class - Azure SDK for .NET

CreateKbDTO Class
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Azure Databricks is an Apache Spark-based analytics platform. # Yes

Azure Analysis Services is used for transactional workloads. # No

Azure Data Factory orchestrates data integration workflows. # Yes

Let's break down each statement:

Azure Databricks is an Apache Spark-based analytics platform.

True.

Azure Databricks is a fast, easy, and collaborative Apache Spark-based big data analytics platform .

It is designed for data engineering, machine learning, and Al workloads.

The answer: Yes

Azure Analysis Services is used for transactional workloads.

False.

Azure Analysis Services is an analytical service for semantic data modeling, OLAP (online analytical processing), and Bl (business intelligence).
Transactional workloads belong to OLTP (online transaction processing) databases such as Azure SQL Database.

The answer: No

Azure Data Factory orchestrates data integration workflows.

True.

Azure Data Factory (ADF) is a cloud-based ETL and data integration service that orchestrates and automates data movement and transformation across on-premises and cloud systems.
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B. FormTrainingClienc ¥ 54 7 > b & ScarcRecognizeContentFromUri * ¥ v
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D. FormTrainingClient 7 5 4 7 > b & ScarcRecognizeReceipcsFromUri A Y v

EfE:D (A hEHRET D)

To analyze receipts from a URL, use the StartRecognizeReceiptsFromUri method Example code:
private static async Task AnalyzeReceipt(

FormRecognizerClient recognizerClient, string receiptUri)

{


https://www.jpnshiken.com/q/68800-6423433/
https://www.jpnshiken.com/q/68800-6423434/

RecognizedFormCollection receipts = await recognizerClient.StartRecognizeReceiptsFromUri(new Uri(receiptUrl)).WaitForCompletionAsync(); Reference:
https://docs.microsoft.com/en-us/azure/applied-ai-services/form-recognizer/quickstarts/client-library
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Answer Arca
In an infrastructure as a senvice (Iaas) instance of Microsoft SOL Server on Azure, you manage the that hosts SO0 Server.
Blastic pool \31‘]
My SO server
catg eSOl serves
wirtual machine
MViicrosoft
Explanation:
Answer Area A A" s
Viicrosort
In an infrastructure as a service (laas) instance of Micrasoft SOL Semver @i Adure, you manage the. virtual machine * | that hosts SQL Server.
The statement is:
" In an infrastructure as a service (laaS) instance of Microsoft SQL Server on Azure, you manage the that hosts SQL Server. " Options:
Elastic pool # A PaaS concept in Azure SQL Database (used to share resources across multiple databases).

Not laaS.

MySQL server # Refers to Azure Database for MySQL (PaaS). Not related to SQL Server on laaS.

PostgreSQL server # Refers to Azure Database for PostgreSQL (PaaS). Not related to SQL Server on laaS.

Virtual machine # In laaS, SQL Server is installed on an Azure VM. You manage the VM (OS, patches, SQL installation, backups, etc.). # Thus, for laaS, you are responsible for managing the virtual machine that hosts
SQL Server.

The answer: virtual machine

Microsoft References

SQL Server on Azure Virtual Machines overview

Compare Azure SQL Database (PaaS) vs SQL Server on VMs (laaS)
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* The requirement: Ensure the chatbot blocks questions that attempt to circumvent built-in safety features.
* This is known as a jailbreak attempt (e.g., prompt injection, role-play tricking).

* Azure Al Content Safety recently added Jailbreak risk detection for precisely this purpose.

* Other options:

* Protected material detection # for copyright/IP detection.

* Monitor online activity # not related to OpenAl safety.

* Moderate text content # general harmful content moderation (violence, hate, sexual, self-harm), but not jailbreaks.
Microsoft Reference:

Azure Al Content Safety jailbreak risk detection
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speech_key = os.:nviran[‘SPEEEH__SUBSEHIFTIc..j R
service_region = os.environ| '5PEECH_EEWICE_HE-._] M I C rosoft
def translate speech(): =

translation config = spem;hsdk.translation.!‘-pee: slationConfig(

subscription=speech key, region=seruice

translation config.speech recognition age

languages = »
for languag (l'en-GB')) 0 *
audio_config (['fr, 'de’," 'e
recognizer = || -'-' ish’, ‘German’]) !
tran l':':""."
rec . 'speechsdk.translation. bt
® “ranslatiun_cnnf ig=translat i«:.tn_‘f IntentRecognizer( iu_config]

It =« recognizer.recognize once() | SpeakerRecognizer(

\i result.reason == 5peechsdk.nesultReismchs,mm;g{
appendutu“trinscript_file{rﬁult.tiTranSlaﬁonRecngﬁizer{
for language in result.translations:

append_to_transcript_file(result.translations|language|, language)

v




Explanation:

speech_key = os.environ['SPEECH__ SUBSCRIPTION_ KEY']
service_region = os.environ| "SPEECH__ SERVICE__ REGI

def translate_speech():

translation config = speechsdk.translati ranslationConfig(
subscriptionsspeech_key, regiggs
translati-:-nqr.unfig,spee-ch_recognitiné

languages = ~ W S
for languag (len-GB]) _ .@Q

.fr1 |mi1_+

audio_config (['fr',

recognizer =|(['Fre sh', ‘German'])
D

chsdk.translation.

ation config=translation  IntentRecognizer( o _config)
r recognizer.recognize once()  SpeakerRecognizer(

*\ ult.reason == speechsdk.ResultRe:SpeechSynthesizer(

pendjn_tran'iv:ript_!ile{result.tgﬁﬂﬁlﬂﬁﬂﬁﬂﬁﬂﬂgﬂﬂer{ |
for language in result.translations:

append_to_transcript_file{result.translations|language], language)



ANSWer Area

speech_key = os.environ["SPEECH__SUBSCRIPTION__KEY']
service region = os.environ[ *SPEECH SERVICE REGION®]
def translate speech():
translation config = speechsdk.translation.SpeechTranslationConfig(
® subscription=speech_key, region=service_region)
M IC r@s,t@:r%nhg.speecﬁ recognition language = “en-GB.
languages = ([ fr’, 'de’, 'es’ ]) v
for language in languages:! translation config.add_target_language(language)
audio config = spesghsdk.aludie.AudioContig(use default microphone=True)
redognizep. 4 speechsdk.translation, TranslationRecognizer( ¥
translation config=translation config, audio config=audio config)
resuwlt = recognizer.recognize once()
if result.reason speechsdk.Resul tReason. TranslatedSpeech:
append to transcript file(result.text, "en")
for language in result.translations:

append to transcript_file(result.translations|language], language)
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curl -H "Ocp-Apim-Subscription-Key: mxx™ f

-2 "sample.png™ -H "Content-Type: applicetion/fson™ /f
¥ | fvisionfv3.Lf ¥ Pwidth=10fEheight=1008smartCropping=true” /

“hitps_api projectoxford ai angalifinterest
“hitps_/icontoso ] cognilivesenices azure.com detect

“hitps //westus api cognitive microsoft com generateThumbnail = M i Cros Of

-d '{\‘urlx'r\‘h:tps:fiupiaaﬁ.lituareinc.orsfittpnrtfbicycle.jpg\'}'



https://www.jpntest.com/shiken/AI-102J-mondaishu

curl -H "Ocp-Apim-Subscription-Key: xxx”

& ]
-0 "sample.png” -H "Content-Type: application/jsom" / J . f:‘.!
¥ [vision/v3.1/ ¥  widthelo@dheight=1008smartCropping=true” /

“https://api projectoxford.ai arealfinterest

“https:/icontoso1.cognitiveservices.azure.com fdetect =~
I| “hitps:/iwestus.api.cognitive. microsoft com | | generate Thumbnail *

=d "{\Turl\":\"https:/fupload. litwareinc.org/litwasf€ibioycle. jpg\"}"
Explanation:

You have a Computer Vision resource named contoso1 in West US region.

You must use this resource to resize an image using smart cropping.

Let's analyze the key points:

Endpoint

Each Azure Al service resource has a regional endpoint.

Since the resource name is contoso1 and is deployed in West US, the correct endpoint will be:

https: //contoso1.cognitiveservices.azure.com
The older projectoxford.ai and generic westus.api.cognitive.microsoft.com are legacy endpoints and are not recommended.

Therefore, the correct choice is https://contoso1.cognitiveservices.azure.com.

API Method

The task is to generate a different size of a product photo with smart cropping.

This is done using the Generate Thumbnail APl in Computer Vision.

The path for this is: /vision/v3.1/generate Thumbnail

Other options like detect (for object detection) or areaOfinterest (for finding regions of interest) do not generate thumbnails.
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[

"status”: "succeeded”,
"createdDateTime"”: "2023-09-14T721:01:022",
"lastUpdatedDateTime"™: "2023-09-14T721:01:03Z2",
“analyzeResult”™: {

“apiVersion"™: "2023-07-31",

"modelld”: "prebuilt-healthInsuranceCard.us"”,
"stringIndexType"”: "utfl6CodeUnit”,
"content”: "Blood Pressure 118/72",
“pages”: |

{

"words": [



{
“"content™: "Blood",

“polygon™: [ ... ],
"confidence": 0.766,
s s 4 o5 }

},

{

“content™: "Pressure”,
“polygon™: [ ... ],
“confidence”: 0.716,
"span”: {& .4 B

}

{
"content”: "118/72",

Polvgon®: [ ... ],
“confidence”: 0.761,

CENENTY L f

}
),

"documents™: [
{
"docType”: "healthInsuranceCard.us",
“boundingRegions™: [ ... ]

r ?
) = IMicrosoft

1,

"fields": (},

"confidence": 1,

“"spans”: [ . ]

}

}

1
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Answer Area

& Microsoft e

Statements

The chosen model is suitable for the intended use case. O
The text content was recognized with greater than 70 percent confidence. O
The form elements were recagnized with greater than 70 percent confidence. O

1E fiz:
ANSWer Area

st icrosoft  «
The chosen model is suitable for the lntended use -.':T\ 05 (@] 0!

The text cuntentmﬁ ﬂsnl ter than 70 percent confidence. : O, O

The form elements were recognized with greater than 70 percent confidence. O { 0

Explanation:

Statements

a Microsoft®

The chosen model is suitable for the intended us;

The text content was recognized with gréate sthan 70 percent confidence.

The form elements were recogn ith greater than 70 percent confidence.

JSON Key Observations
Model Used: " modelld " : " prebuilt-healthInsuranceCard.us "

The request was analyzing Blood Pressure 118/72, which is not a health insurance card.
This model is not suitable for the intended medical use case (vital signs).

Text Recognition Confidence:

O

O



" Blood " # confidence: 0.766

" Pressure " # confidence: 0.716

" 118/72 " # confidence: 0.761

All recognized words are above 0.70 (70%).

So, text recognition was successful above the threshold.

Form Elements (fields):

" fields " : {} # empty (no extracted fields).

Confidence for fields = 1, but since no fields were extracted, we cannot consider that form elements were recognized.
Therefore, form extraction was not achieved.

Correct Answers

The chosen model is suitable for the intended use case. # No

The text content was recognized with greater than 70 percent confidence. # Yes The form elements were recognized with greater than 70 percent confidence. # No
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F. Azure Key Vault "B ETY,

IEfE: (EfEZRRLET)

"Customer-managed keys require an additional billable service, Azure Key Vault, which can be in a different region, but under the same subscription, as Azure Cognitive Search. Enabling CMK encryption will increase
index size and degrade query performance." same document also lists Azure Key Vault as a requirement:
https://docs.microsoft.com/en-us/azure/search/search-security-overview#data-protection
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Actions

Regitter the bot with the Azure Bot Senvice

[Eﬂ'l"ﬂ the Bof Framework -:w"gmev
2

VI e SOTT

I

Cpen the Bot Framework Ermulator

Connect to the bot endpoint.

Explanation:
Actions Answer Arca
Register the bot wath the Azure Bot Senice. 1 Ei;ﬂ“ﬂ I.:lpd l'I.i_r:h(‘ bot
Open the BOT Framework Composer 21 i Crr..'an }E-te Bot Framework Emulator

3_i jConnect to the bot endpoint
Microsof 8
Comprehensive Detailed Explanation

The question asks about testing a bot interactively on a local machine when using the Microsoft Bot Framework SDK.

Steps to test locally:

Build and run the bot

Compile the bot application code and run it locally (e.g., using Visual Studio or Node.js).

This exposes the bot's endpoint on localhost (commonly http://localhost:3978/api/messages ).

Open the Bot Framework Emulator

The Bot Framework Emulator is a desktop app for testing and debugging bots built with the Bot Framework SDK.

It allows you to send messages to the bot and see the responses.

Connect to the bot endpoint

Use the Emulator to connect to the locally running bot by entering its endpoint URL.

Once connected, you can interact with the bot as if you were a real user.

Actions Not Required in This Case

Register the bot with the Azure Bot Service # Needed for cloud deployment, not local testing.

Open the Bot Framework Composer # Only needed if designing the bot with Composer, but this scenario uses the SDK directly.
Correct Sequences (multiple possible valid orders):

Build and run the bot # Open the Bot Framework Emulator # Connect to the bot endpoint Microsoft References Test a bot locally with Bot Framework Emulator Bot Framework SDK overview

# Final Answer Sequence:
Build and run the bot

00,



Open the Bot Framework Emulator
Connect to the bot endpoint
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You're indexing content with Azure Al Search and you want to recognize and retrieve properties from invoices (such as invoice number, vendor, dates, totals, line items). The Azure service designed for structured
information extraction from forms and documents is Azure Al Document Intelligence (formerly Form Recognizer).

In an Azure Al Search enrichment pipeline, you add a skillset. To pull structured fields from invoices, include a skill that invokes Document Intelligence's prebuilt Invoice model. This model already extracts common invoice
fields, so you don't have to train anything-meeting the goal of minimal effort. You can wire this in using the built-in Document Intelligence skill for Search, or as a custom Web API skill that calls the Document Intelligence
REST API, and then map the extracted fields into your index for retrieval and filtering.

Why the others are not suitable:

* Azure OpenAl is for generative/LLM tasks, not schema-level invoice field extraction.

* Azure Al Immersive Reader improves reading accessibility; it doesn't extract business fields.

* Azure Custom Vision is for image classification/object detection, not form/key-value extraction.

Microsoft References (Azure Al Solution)

* Azure Al Search skillsets - add Al enrichment and custom skills (Web API skill).

* Document Intelligence skill for Azure Al Search (formerly Form Recognizer skill) - integrate extraction into indexing.

* Prebuilt Invoice model - fields extracted (vendor, invoice ID/date, totals, taxes, line items, etc.).

* Azure Al Document Intelligence overview - key-value extraction and table/line-item parsing from documents.
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* When creating a voice talent profile for Custom Neural Voice in Azure Cognitive Services Speech, you must upload a consent recording.

* The consent recording is a .wav or .mp3 file where the voice talent explicitly states that they consent to the creation of a synthetic version of their voice.

* Audio samples and transcripts (training data) are uploaded later for training the model.
* The profile itself requires the consent recording to comply with Microsoft's responsible Al principles.

Reference: Custom Neural Voice requirements


https://www.jpnshiken.com/q/68800-6423442/
https://www.jpnshiken.com/q/68800-6423443/
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F. nginx

IEfE: (EfEZRRLET)

When you want to debug a chatbot endpoint remotely that was built using the Microsoft Bot Framework, you need tools that allow you to test and tunnel your bot service to your local development environment.
1. Bot Framework Emulator

This is the official testing and debugging tool for bots built with the Microsoft Bot Framework.

It allows developers to:

Connect to a bot running locally or remotely.

Inspect messages sent and received.

Debug conversations and payloads in detail.

Required for local testing of the bot.

Correct.

2. ngrok

Ngrok is a tunneling tool that exposes your local development server (localhost) to the internet via a secure tunnel.

This is essential when debugging remotely because the Bot Framework Service (Azure Bot Service) requires a publicly accessible HTTPS endpoint for communication.
With ngrok, your local bot endpoint (e.g., http://localhost:3978/api/messages ) is mapped to a secure public endpoint (e.g., https://randomstring.ngrok.io/api/messages ).
Correct.

Incorrect Options

A). Fiddler

A web debugging proxy. Useful for monitoring traffic, but not required for Bot Framework remote debugging.

Incorrect.

B). Bot Framework Composer

A tool for building conversational bots visually. Not required for debugging an existing endpoint.

Incorrect.

D). Bot Framework CLI

Used for bot project management and configuration. Not specifically required for remote debugging endpoints.

Incorrect.

F). nginx

A web server/reverse proxy. Not needed for this scenario.

Incorrect.

The answer: C. Bot Framework Emulator, E. ngrok
Microsoft References

Debug a bot locally using Bot Framework Emulator
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Use ngrok with Bot Framework Emulator
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The requirements are:

Generate tags for uploaded images # This is an image analysis task.

Tags must be returned in the user's preferred language # Must support localization of tags.

Languages required: English, French, and Spanish # Must support multiple languages.

Minimize development effort # Should use a prebuilt service rather than training a custom model.

Option Analysis:

A). Custom Vision image classification

Custom Vision requires training a model with your own dataset.

It outputs classification labels, but these are defined in English by the developer, and localization would require extra translation work.
More development effort, not ideal here.

B). Content Moderator Image Moderation

Used to detect adult/racy content, profanity, or unsafe imagery.

Does not generate descriptive image tags.

Not suitable.

C). Custom Translator

Used to train translation models for text.

Does not analyze or generate image tags.

Not applicable here.

D). Computer Vision Image Analysis

Provides prebuilt image tagging and description features.

Automatically generates descriptive tags for uploaded images.

Supports multiple languages (including English, French, and Spanish) for returning tags and descriptions.
Minimal development effort: simply call the Image Analysis API with the desired language parameter.
This exactly meets the requirements.

The answer: D. Computer Vision Image Analysis
Microsoft References

Azure Al Vision Image Analysis - Tags and Descriptions
Azure Al Vision supported languages


https://www.jpnshiken.com/q/68800-6423445/

Quickstart: Analyze an image with the Computer Vision REST API
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The provided code uses the Azure Al Language - Text Analytics client to call the ExtractKeyPhrases method.
The method ExtractKeyPhrases(text) identifies the most important words and phrases in the input text.

The input string is:

" the quick brown fox jumps over the lazy dog "

The ExtractKeyPhrases APl removes stopwords such as " the,
Therefore, the returned list of key phrases will include:

" Quick brown fox "

" Lazy dog "

When printed, the console output after " Key phrases: " will show:

Quick brown fox

Lazy dog

This matches option C (Quick brown fox lazy dog), since the key phrases are concatenated as output lines.
The answer: C. Quick brown fox lazy dog

Microsoft References

Azure Al Language - Key phrase extraction

TextAnalyticsClient.ExtractKeyPhrases method (Azure.Al. TextAnalytics)

over, " and " jumps " and extracts only meaningful keywords.
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Let's carefully analyze the JSON output from the exported LUIS (Language Understanding) model.
The utterance is:

" average amount of rain by month at chicago last year "

The extracted entities are:

Weather.WeatherRange # " average " (positions 0-6)

Weather.WeatherCondition # " rain " (positions 18-21)

Weather.Historic # " by month " (positions 23-30)

We need to determine what text fragment corresponds to Weather.Historic .

Looking at the " startPos " : 23, " endPos " : 30, these indexes map to the substring " by month " in the utterance.
Why not the other options?

B). chicago # Refers to a location entity, but the entity name is Weather.Location (not shown here).
C). rain # Already captured as Weather.WeatherCondition .

D). location # Would also be "chicago," but again that's a different entity type.

So the only correct match for Weather.Historic is " by month " .

The answer: A. by month

Microsoft References

Entities in LUIS

Export LUIS model schema
Labeling utterances with entities
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Database transactions follow the ACID properties:

* Atomicity # Ensures that each transaction is treated as a single "all-or-nothing" unit of work. Either the entire transaction is completed, or none of it is applied. This guarantees that transactions are executed only once
and rolled back completely if they fail.

* Consistency # Ensures that a transaction brings the database from one valid state to another, preserving integrity constraints.

* Isolation # Ensures that concurrent transactions do not interfere with each other.

* Durability # Ensures that once a transaction is committed, it remains permanent even in case of system failure.

Thus, the correct property here is Atomicity.

Microsoft Reference: ACID properties in databases
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Comprehensive Detailed Explanation

Scenario:

You have a chatbot using Question Answering in Azure Cognitive Service for Language.

Users report that the chatbot's responses to spurious questions (nonsense or off-topic input) lack formality.

The goal is to ensure the chatbot provides formal responses.

Proposed Solution:

Change the chitchat source to gna_chitchat_friendly.tsv in Language Studio, retrain, and republish.

Analysis:

Azure provides prebuilt chitchat datasets for handling spurious/off-topic inputs.

These datasets come in three styles:

Professional # formal tone
Friendly # casual/informal tone

Witty # humorous tone

If you want formal responses, you must use the professional chitchat dataset ( gna_chitchat_professional.tsv ).

The proposed solution uses gna_chitchat_friendly.tsv , which produces informal/casual responses, not formal ones.
Therefore, the solution does not meet the goal.

The answer: B. No

Microsoft References

Add chit-chat to your QnA Maker knowledge base

Question Answering with chit-chat styles
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Actions Answer Area

Create a Speaker Recognition model
Create a Conversational Language Understanding model @
Create a Custom Speech project. @

Create a speech-to-text model

Q0.

Upload traning gatasets

i

Train the model

Deploy the model

EfR:

£
Actions Answer Area
_________________________ o e e i SR e e S o e e e e e e s e e T
| Create a Speaker Recognition moded I | Create aCustom Speech project |

S T S e L e B W [ T T R N R [ T I
:.,?‘_!r'_‘_’:",,'i‘!li' [1{ Ej‘_?.ie_‘i _______________________________ I I Train the model |
| Train the model ' ‘«. lr__—-‘_-—_- PRl B T T i R e e e e T Tl Rl S i T 4
T e e B T e e . ._:.'__I 'J ’ -: 8 -..H..- 2B 8 I
Ceploy the model @ 9 1 Defloythe Mbdel |
_________________________ e
Explanation:
Actions Answer Area
Create a Speaker Recognition model. 1| | Create a Custom Speech project.
Create a Conversational Language Understanding model. 2 | | Create a speech-to-text model.

3 | | Upload training datasets.
4 Train the model.

5| | Deploy the model

https://learn.microsoft.com/en-us/azure/cognitive-services/speech-service/custom-speech-overview#how-does-it-work With Custom Speech, you can upload your own data, test and train a custom model, compare
accuracy between models, and deploy a model to a custom endpoint.

- Create a project and choose a model. Use a Speech resource that you create in the Azure portal. If you will train a custom model with audio data, choose a Speech resource region with dedicated hardware for training
audio data.

- Upload test data. Upload test data to evaluate the speech to text offering for your applications, tools, and products.

- Train a model. Provide written transcripts and related text, along with the corresponding audio data. Testing a model before and after training is optional but recommended.

- Deploy a model. Once you ' re satisfied with the test results, deploy the model to a custom endpoint. With the exception of batch transcription, you must deploy a custom endpoint to use a Custom Speech model.
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H Mi ft

y

auth client = _ ¥ (endpoint=language e ndpo int, credential=ta credential)
DocumentAnalysisClient

FormRecognizerClient

QuestionAnsweringClient

def entity_recogny™~ = = = = = = =
TextAnalyticsClient _ |
documents = ["I had a greal experience |

def authenticate client():

ta_credential = AzureKeyCredential(langua

return auth _cli

¢lient = authenti

faking wisiting Contoso in Redmond.”]
result = :1lent.re:ugniu_en‘&i:_t—te;fﬂqu{ = documents)[e]
print(“Named Entities:\n™)

for entity in l‘l*iil_-lllt__.ell_'tl‘t"fés:

if "city"in"emtity. xadll

print{"\tText: \t", ent category. itity.confidencescore)
key value_pairs: '
subcategory_ |
textappearance:

Explanation:

| FVF
def authenticate client(): _ M lc ft
SRCEREnLINL A "‘1“"“‘-‘Fl:feduntiil{lanzu!'" -

¥y
auth _client = TextAnalyticsClient [:;." {endpo ge endpoint, credential=ta credential)

return auth_client

client = authenticate client() 0’

def entity recognition example(client):

documents = [“1 had a great experimf visiting Contoso in Redmond.”]
result = cliem.remgniu_tntirv ts = documents)[e]
print(“Named Entities:\n") 9
for entity in rﬁult.erQ.
if ‘city’ in gntd becategory: v
print{"\tText:\

tity.text, “\tResult: \t", entity.confidencescore)
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Text
Tour %Ide oy 1
Space Needle Location
Trip Event
Seattie Location
Last weelk DateTime

TXRNERMTBH=OIZFER IS Text Analytics APl (EENTE H?
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https://learn.microsoft.com/en-us/azure/cognitive-services/language-service/named-entity-recognition

/overview Named Entity Recognition (NER) is one of the features offered by Azure Cognitive Service for Language, a collection of machine learning and Al algorithms in the cloud for developing intelligent applications that
involve written language. The NER feature can identify and categorize entities in unstructured text. For example: people, places, organizations, and quantities.
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Microsoft

"rafersncelrl™: “https://

“id™: 97974,

“sccountla™: “@gnEproAccountld”,

“lastioll fiemuteriame™: "SamplelUseriame”,

“choiedy: “1022.04-25T14:5§:52,.74333313"°,

aras thodifled™: "2023-84-25T14:59:52.74333337,

“enabled™; * | false »
| Excluded’]
“state™ (['Included”]
“tags’;
“useBuiltin; | [true
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“referencelrl™: "https://wwltontoso.com/Contose”,
“{d": 97974,

"name™: “Contoso”,

“accouwntid”: “OonSpsoAccountld™,

"lastHodd fieruseriame”; “Samplelserhame”,
"chedtedt: "2022-04-25T14:59:52.7433333°,

CEs tHodified™: "2023-04-25T14:59:52.74333337,

“enabled™ *  false .
[ ["Excluded']
| [Included")

Explanation:
Answer Area

"raferencelrl™: “https://www.contoso.com/Contoso”,
"id®: 97974,

"name": "Contoso”,

"accountld:: “ContoSoAccountld®,

S lastHodit ierdsertame” : "SampleUseriome™,

-25T14:59:52.7433333",

&~
i
™

“created”: “2023-0
"lastModified™: “2023-94-25T14:59:52.7433333",
"enabled”: [} v | false ol
| . £

Microsortt
Comprehensive Detailed Explanation
The scenario:
You are working with Azure Al Video Indexer.
You need to add a custom brand/logo and also configure an exclusion so that this brand is not indexed.
In Video Indexer's REST API for brands, the configuration JSON includes:
"enabled " : true/false # Determines whether the brand should be indexed.
Setting " enabled " : false means the brand is excluded.
The other properties in the dropdown ( state , tags , useBuiltin ) are not correct in this context for configuring exclusions.
Therefore, to exclude a custom brand: " enabled " : false
The answer:

Attribute: " enabled "
Value: false



Microsoft References
Video Indexer - Brands customization
Azure Video Indexer API - Brands
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Name | Format Length (mins) ~ Size (MB)
File WA 34 A()
File? A 20 1,200

Azure Ai Video Indexer Z#FRALTI7 7 M IILEDHTHILENH Y £, Video Indexer D Web 44 M7y TO—FKTEDZ I 7 ILIEFENTIMN?
A. Filel.FileZ & File4 &

B. 7274 I1&ET7A4IL2DH

C.IT7ANM T 7AIN2, T7A4IL3DH

D. 774N 77412 T74IL3, T74I)4

E.7741L1ET74IL3DH

Eff:E(Q AV MEHEREKT D)

You have files with the following formats:

File1: WMV (34 mins, 400 MB)

File2: AVI (90 mins, 1,200 MB)

File3: MOV (300 mins, 980 MB)

File4: MP4 (80 mins, 1,800 MB)

You must determine which files can be uploaded to Azure Al Video Indexer.

Key Rules (Video Indexer upload limitations):

Supported formats: MP4, MOV, WMV, AVI, M2TS.

Maximum file length: 4 hours (240 minutes).

Maximum file size: 2 GB (2048 MB) for website uploads.

Check each file:

File1 (WMV, 34 min, 400 MB): Supported format, within time and size # # Allowed.

File2 (AVI, 90 min, 1,200 MB): Supported format, within time and size # # Allowed.

File3 (MOV, 300 min, 980 MB): Supported format, but exceeds 240 min limit # # Not Allowed.
File4 (MP4, 80 min, 1,800 MB): Supported format, within size (under 2 GB), within time # # Allowed.
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Explanation:

Generate alt text

To automatically suggest descriptive captions for images (usable as alt text), use the Computer Vision Describe Image API. It returns natural-language captions summarizing the image content. Endpoint: /vision
Iv3.2/describe . Setting maxCandidates=1 gives a single best caption.

Detect inappropriate content

To block adult/racy/gory images with minimal effort, use Computer Vision Analyze Image with the Adult visual feature. This returns flags (isAdult , isRacy , isGory ) and confidence scores. The provided option includes
Adult,Description which still returns the needed adult/racy/gore signals, satisfying the requirement.

These choices minimize development effort by using built-in Computer Vision capabilities without training a custom model or wiring up multiple services.
References

Microsoft Learn - Describe images (Computer Vision): "The Describe Image API returns a list of natural language sentences that describe the image."

https://learn.microsoft.com/azure/ai-services/computer-vision/overview-image-analysis#describe-images Microsoft Learn - Analyze images (Adult/Racy/Gore detection): "Use the Adult feature to detect adult, racy, and
gory content."

https://learn.microsoft.com/azure/ai-services/computer-vision/overview-image-analysis#adult-racy-and-gory-content-detection

Eﬁ:ﬁ: 157



FEIVL—2aF T —ER—ADFHIFRITIHN?

A. Transact-SGLDEE Y 7R— k

B.BIERA¥—~

C.HERERBE I VT AT«
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Non-relational databases (NoSQL) typically store semi-structured or unstructured data and have the following characteristics:
* Entities are often self-describing, meaning they store their own schema within the data (e.g., JSON documents).
* Schema is flexible, allowing for changes without restructuring the entire database.

Other options:

* Full support for Transact-SQL # This is a characteristic of relational (SQL) databases, not NoSQL.

* A fixed schema # Also a relational database characteristic.

The answer: self describing entities
Reference: Non-relational data overview
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Actions Answer Area

Add a new query key

Regenerate the secondary admin key

Change the app to use the secondary admin key. @ @

Change the app to use the new key:

Regenerate the primary admin’kKey

Delete the compromised key.

1E fiz:
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Answer Area

Explanation:

Add a new query key

Change the app touse the new .ke-_.r

Delete the compromised key

You are using Azure Cognitive Search, where access is controlled by:

Admin keys: Provide full read/write control (never given to apps).
Query keys: Provide read-only access, meant for client apps.

Here, the query key has been compromised. You want to minimize downtime and ensure continued read-only access.
Step 1 - Add a new query key

First, generate a new query key from the Azure portal or via REST API.

This allows you to continue providing read-only access to authorized apps.

Step 2 - Change the app to use the new key

Update the application configuration so that it authenticates requests with the new query key.

This ensures uninterrupted service while preparing to retire the compromised key.

Step 3 - Delete the compromised key

Once the app is using the new key successfully, revoke the compromised query key.

This prevents further unauthorized usage.

Why not other options?

Regenerate primary/secondary admin key: Not necessary since only the query key is compromised, and admin keys give full control.
Change app to use secondary admin key: Insecure (admin keys should never be exposed to client apps).

Correct Sequence

Add a new query key.

Change the app to use the new key.

Delete the compromised key.

Microsoft References

Manage admin and query keys in Azure Cognitive Search

Create and use query keys
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* To evaluate a Conversational Language Understanding (CLU) model, you can:

* Use the REST authoring API to retrieve the model's evaluation summary (precision, recall, F1 score).

* In Language Studio, use the Model performance section to view evaluation metrics and confusion matrix.
* Active Learning (option B) is for improving the model post-deployment by validating unclear utterances, not pre-deployment evaluation.
* Log collection in Log Analytics (option D) is for monitoring, not formal evaluation.

The answer: A and C

Reference: Evaluate a Conversational Language Understanding model
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In the Microsoft Bot Framework SDK, bots communicate using activities (messages, events, conversation updates, etc.).
To respond to events (like conversation started, member added, or custom event activities), you use an ActivityHandler.
The ActivityHandler class provides methods you can override, such as OnMessageActivityAsync , OnMembersAddedAsync , or custom event handlers, to send custom text responses.
Other options:

Adaptive card (A) # used for rich Ul responses, not for handling events.

Dialog (C) # used for managing conversation flow, not event handling.

Skill (D) # used to integrate another bot's functionality, not for handling custom events.

Reference: ActivityHandler class in Bot Framework
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. BEEEROMREMN
IEfE: (EfEZRRLET)
The scenario:
You are building an in-vehicle application that uses Azure Al Speech for text-to-speech (TTS).
Requirement: Optimize the quality of synthesized voice output.
You must choose the most appropriate SSML (Speech Synthesis Markup Language) attribute.
Option A - style attribute of the mstts:express-as element
Used to apply expressive styles like " cheerful, " " empathetic, " or " angry. " Helpful for emotion/tone, but not specifically about audio quality for clarity in motor vehicles.
Option B - level attribute of the emphasis element
Controls how strongly certain words are emphasized.
Improves meaning and focus, but does not optimize overall voice quality.
Option C - pitch attribute of the prosody element #
The < prosody > element allows adjustments to pitch, rate, and volume.
Adjusting pitch directly affects the naturalness and clarity of the synthesized speech.

Especially useful in noisy environments such as cars, because modifying pitch can make speech stand out better against background noise.
This directly improves perceived quality of voice output.

Option D - effect attribute of the voice element

Used for special voice effects (like whispering).

Not typically used for general clarity or quality improvements.
The answer: C. the pitch attribute of the prosody element
Microsoft References

SSML support in Azure Al Speech

Prosody element in SSML
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A. text-embedding-ada-002

B. GPT-4

C. GPT-35 Turbo

D. GPT-4-32k
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You need to identify files containing specific phrases using cosine similarity .

Cosine similarity is used in vector embeddings , not in generative LLM completion.
text-embedding-ada-002 # Correct model for embeddings and cosine similarity search.

GPT-4, GPT-3.5 Turbo, GPT-4-32k # Generative models, not designed for embedding similarity.
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m Microsoft
OpenaAlClient client =

new OpenfIClient(new Uri(endpoint), mew AzurekeyCredential(key));
ChatCompletionsOptions options = new ChatCompletionsOptions()
{
Messages = Jﬁ:‘-u ﬁ
{ G O
new Chattessage({ChatRole.Syst '%%ue a helpful assistant.™),
!‘é?d is am LLMZ®)

new ChatMessage(Ch nl.nh “y%\g&

E\‘"
L-. .-"Q:-ﬁ"-

i

.'.'

chl-'l:cu-plutinns onse = client.GetChatCompletions(
deploymenthi a upftinnﬂ.

ChatmMessage completion = response.Chodces[@] .Hessage;

Console.writeline(5 " Chatbot: {completrion.Content}™);

UTOEXIZDOWT ELWMEEIF FUMZRBRL TSN, 25 THRWMESF DOWZ JZBIRLTESY,

FECIELLBIRSEICRAV bAMBESNET

Changmg *¥You lre‘wg ”‘\tgrﬂl lssisl‘.lnt 10 “You must answer only within the J |
context of Al un:&ﬁ models. " will aive a hiaher likelihood of croducing the intended

Explanation:

ST o ICFOSO -
The response will contain an explanation of large language models (LLMs) that has a high O
degree of certainty.
Changing "what is an LLM?" 10 "What is 8n LM in the context of AL models?” will
produce the intended response.
Changmg "You are a helpful Szsistant.” 10 "You must answer only within the L
context of Al laneuase madels.” will aive a higher likeihood of oroducing the intended
1E fi%:
Answer Area M
- icrosoff ..
The response will contain an explanation of i:alge Iargugﬁn moﬁds LL LMs} that has a high - '—,]
degree of certainty. _.5 - i 2
N r--ﬁ
Changing “ihat is an LLM?" 1O phd{'i!‘ q;l ':'lu'l in the context of Al models?™ will L2
pmduceth-emtended |e5pq;aqg L=
.=




Answer Area

Statements

t 8 an ALMA™D Swhat Vs
niendediespahsd

You argsa Welpful assistant.”™ 10 "You must answe nly within the

f 4T languaee modsls.” will give a hiaher ikelihood of oroducing the intended

High degree of certainty - No.

The code uses default generation parameters for chat completions (e.g., default temperature # 1.0), which means responses are probabilistic and not guaranteed to be highly certain or consistent. Azure OpenAl guidance
explains that parameters like temperature and top_p control randomness; to increase determinism

[/certainty you would lower temperature and/or adjust top_p, which this snippet does not do.

Clarifying the user question - Yes.

Prompt engineering guidance emphasizes that clear, specific instructions lead to better outputs. Rephrasing the user message from "What is an LLM?" to "What is an LLM in the context of Al models?" adds context and
intent, improving the chance of getting the exact explanatory answer you want.

Constrain with a stronger system message - Yes.

In chat completions, the system message sets behavior and has the highest priority. Tightening it to "You must answer only within the context of Al language models." narrows scope and reduces topic drift, increasing the
likelihood that the model's response stays on-task (definitions of Al terms, here specifically LLMs).

Microsoft References (Azure Al / Azure OpenAl Service)

Azure OpenAl Service - Chat Completions: roles (system, user), message ordering, and usage.

Azure OpenAl Service - Prompt engineering: write clear, specific prompts; add constraints to guide responses.
Azure OpenAl Service - Sampling parameters: temperature and top_p control variability/creativity vs.

determinism.
Azure OpenAl Service - Best practices for grounding, controllability, and reducing model drift with stronger system instructions.
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In Azure Cognitive Service for Language (Question Answering), when users ask natural language questions, the service tries to match them to knowledge base content and synonyms.
In the scenario, the model correctly answers "What is the price of < product > ?" but fails on "How much does < product > cost?" .

This indicates that the service does not automatically recognize "price" and "cost" as equivalent terms.

Creating an entity for cost will not fix this issue. Entities in custom text classification or conversational language understanding are used for extracting structured data (like dates, names, or locations) from text, not for
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synonym matching in question answering.

The correct solution is to add alternate phrasing (synonyms/alternate questions) in the QnA project for each knowledge base entry. For example, under the QnA pair that contains "What is the price of < product > ?", you
would add "How much does < product > cost?" as an alternate question. This way, both variations trigger the same answer.

Therefore, the proposed solution (create an entity for cost) does not meet the goal.

The answer: B. No

Microsoft References

Add alternative questions to improve matching - Azure Al Language Question Answering Improve accuracy with synonyms and alternate phrasing Overview of Question Answering in Azure Al Language
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To access multiple Azure Al capabilities (e.g., Speech and Language) using a single endpoint and a single set of credentials, you should provision an Azure Al multi-service resource (called Azure Al service in the portal;
formerly "Cognitive Services" multi-service account). This resource provides one endpoint and one key (or Microsoft Entra ID) that authorizes calls across supported services, including Speech and Language. Creating
separate "Azure Al Speech" or "Azure Al Language" resources would give you distinct endpoints/keys for each, which does not meet the requirement. Azure Al Content Safety is unrelated.

Microsoft References
Azure Al services multi-service resource (single endpoint/credential across services).

https://learn.microsoft.com/azure/ai-services/multi-service-resource
What are Azure Al services (overview of consolidated access model).
https://learn.microsoft.com/azure/ai-services/what-are-ai-services

B f: 166

HEFEHEEOEHDOI Tz THA FEDOESHOETAORERAS VI — T 1 —RERBTH-OICEREINBZIETAHA VT I —H—EREFHF-H>TULET,
ETHICEASMLTOENIEDVTCETAZRETEIRENHYET, HhGFHATETEIREN?

A NMETILEERL ZTOETILEHEICEEMITET,

ATV FEERL . &EF TP ) bOBEEGERELET,

.E2HDOR AR v T2 B %VideolndexerlZiBF L E T,

CETHDEERELET,

EBEETMICARETyTIA—FLET,

EfE: (EfEZRRLET)

Video Indexer supports multiple Person models per account. Once a model is created, you can use it by providing the model ID of a specific Person model when uploading/indexing or reindexing a video. Training a new
face for a video updates the specific custom model that the video was associated with.

Note: Video Indexer supports face detection and celebrity recognition for video content. The celebrity recognition feature covers about one million faces based on commonly requested data source such as IMDB,
Wikipedia, and top LinkedIn influencers. Faces that aren't recognized by the celebrity recognition feature are detected but left unnamed. Once you label a face with a name, the face and name get added to your account's
Person model. Video Indexer will then recognize this face in your future videos and past videos.

Reference:

m o O W
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https://docs.microsoft.com/en-us/azure/media-services/video-indexer/customize-person-model-with-api
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To connect extracted structured data directly to Power Bl , you must project the enriched data into Azure Table Storage using a table projection .
This allows Power Bl to query and visualize data with minimal coding.

Object projection # JSON objects in Blob storage, useful for apps, not Bl.

File projection # Saves images or files, not structured data.
Projection group # A grouping concept but not directly queried by BI.

Reference: Knowledge store projections in Azure Cognitive Search
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Comprehensive Detailed Explanation

You have a chatbot that uses Azure OpenAl for generative responses and Azure Al Content Safety to filter objectionable content.

The requirement is to optimize the content filter configurations by running tests on sample questions.

The proposed solution: Using Content Safety Studio # Moderate text content feature.

This solution is correct because:

Content Safety Studio provides tools to test and fine-tune content filters.

The Moderate text content feature allows you to run sample prompts and responses against filters for categories such as sexual, violence, hate, and self-harm.
This is exactly how you optimize and validate configurations before applying them to production workloads.

The answer: Yes
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Microsoft Reference:
Content Safety Studio overview
Azure Al Content Safety
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To restrict access so that only resources in vnet1 can access the Language service:

You configure the virtual network settings on the Language service resource.
This enables private endpoint integration with the VNet.

NSGs and Azure Firewall apply to subnets/resources but do not configure the service resource itself.

Containers can run Language service locally but are not needed here.
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Explanation:

Upload a glossary file to the container for French files
Define a document translation specification that has a French target

=1 —]

ax &

NRETY

Perform an asynchronous translation by using the document translation specification You need to translate Word and PowerPoint files (German # French) while preserving formatting and supporting a custom glossary.

The correct service is Azure Document Translation, part of the Translator service in Azure Cognitive Services.
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Step-by-step reasoning:

Upload a glossary file to the container for French files.

Glossaries (also called custom terminology files) guide translation to ensure consistent word usage.

They are stored in the target container (in this case, the French container).

Define a document translation specification that has a French target.

A translation request is defined by creating a document translation specification JSON.

This specification indicates:

The source container (German files)

The target container (French files)

The glossary file (for custom terminology)

Output target language (French).

Perform an asynchronous translation by using the document translation specification.

Document translation jobs are submitted asynchronously.

This step executes the translation while preserving formatting and applying the glossary rules.

Why not the other options?

Generate a list of files to be translated # not required, the service automatically processes all files in the source container.
Perform asynchronous translation using a list of files # that method does not support document-level translation with glossary and formatting preservation, it's used for text-based translations.

Correct Answer Order:
Upload a glossary file to the container for French files

Define a document translation specification that has a French target
Perform an asynchronous translation by using the document translation specification Microsoft References Document Translation - Translate documents in containers Use custom glossaries with Document Translation
Submit document translation requests

Actions Answer Arca

Perform an asynchronous translation by using the list of files to be translated, 1 Ganerate aist ol files 1o be transiated,

Upload a glossary file to the container for German files, Defing a document translation specification that has 3 French target

Upload a glossary file to the container for French files. | | Perform an asynchronous translation by using the document translation @

specification.
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The HTTP request provided is:

POST https://management.azure.com/subscriptions/18c51a87-3a69-47a8-aedc-a54745f708a1/resourceGroups
/IRG1/providers/Microsoft.CognitiveServices/accounts/contosol/regenerateKey?api-version=2017-04-18 Body { " keyName " : " Key2 " } Key Observations:
The request is made against the Azure Cognitive Services Management API ( Microsoft.CognitiveServices

/accounts/.../regenerateKey ).

The regenerateKey operation is specifically designed to regenerate one of the two subscription keys used to authenticate Cognitive Services API calls.
Cognitive Services resources always have two keys: Key1 (primary) and Key2 (secondary).

This design allows key rotation without downtime: you can regenerate one key while using the other in production.

Body Payload:

{" keyName " : " Key2 " }

This explicitly tells Azure to regenerate Key2 (the secondary subscription key).

After the call, the secondary subscription key value changes, while Key1 (primary) remains unaffected.

Option Analysis

A). A key for Azure Cognitive Services was generated in Azure Key Vault

Incorrect. The operation is not integrated with Key Vault; it only regenerates Cognitive Services subscription keys.

B). A new query key was generated

Incorrect. Query keys are related to Azure Cognitive Search (not general Cognitive Services).

The request clearly targets CognitiveServices/accounts.
C). The primary subscription key and the secondary subscription key were rotated Incorrect. The request regenerates only the specified key, not both.

D). The secondary subscription key was reset

Correct. The payload specifies " Key2 " , so only the secondary subscription key is regenerated.
The answer: D. The secondary subscription key was reset

Microsoft References

Azure REST API - Cognitive Services regenerate key

Authenticate requests to Azure Al services with keys and endpoint

Manage Cognitive Services keys (key1/key2)
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Explanation:
Answer Area

Convert customer calls into text queries. | TranslationRecognizer %
Provede customers with the order detalls:  SpeechSynthesizer

For a phone-style bot that listens to customers and replies with spoken output, you use two core Azure Al Speech SDK obijects:



SpeechRecognizer performs speech-to-text (STT), turning the caller's audio into text that your app can use to query the orders database. This minimizes effort because it handles audio capture/streaming, language
models, and returns recognized text events/results directly.
SpeechSynthesizer performs text-to-speech (TTS), converting the retrieved order status text into natural- sounding audio to play back to the customer. It supports neural voices and simple calls like SpeakTextAsync()

Other options are not appropriate here:

TranslationRecognizer is for real-time speech translation, not needed for simple STT.

VoiceProfileClient is for speaker verification/identification, not for recognition or synthesis of the conversation content.
Microsoft References

Azure Al Speech SDK - Speech to text (SpeechRecognizer) overview and quickstarts.

Azure Al Speech SDK - Text to speech (SpeechSynthesizer) overview and quickstarts.

Azure Al Speech SDK concepts - recognition vs. synthesis pipelines.
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Explanation:

Provide access to Al1 by using: A bearer token

Connect to the deployment by using: A deployment name

To ensure only your apps can access the Azure OpenAl resource, authenticate with Microsoft Entra ID (Azure AD) and obtain a Bearer token (ideally via managed identity ). This avoids sharing long-lived API keys and
lets you scope access by app identity and Azure RBAC. Microsoft's guidance recommends token- based auth for Azure OpenAl and shows how to acquire a bearer token/managed identity token for calls When calling the
REST API , Azure OpenAl requires you to specify the deployment name to select which model deployment to use. The REST route includes {deployment-id} (deployment name) in the path, e.g., ...

/openai/deployments/{deployment-id}/chat/completions. This is explicitly documented as a key difference from OpenAl's public API, which takes only a model.

Therefore:
Access method: Bearer token (via Entra ID/managed identity)
Deployment selector: Deployment name in the REST path

Microsoft References
Authenticate to Azure OpenAl with Microsoft Entra ID / Managed identity (bearer token): guidance and how- to Azure OpenAl request header recommends token-based authentication (Bearer).

Azure OpenAl requires deployment name in API calls; REST path uses
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Explanation:

To capture messages: | Speech -1o-tex '[}

To replay messages:  Text-to-speech and Translator

Microsoft

Comprehensive Explanation

Speech-to-text converts the caller's spoken French/German audio into text.

The text must then be translated to English.

Finally, Text-to-speech converts the translated text into spoken English for playback.
Therefore, the combination of Translator + Text-to-speech is required for the replay step.
Microsoft References

Speech-to-text in Azure Al Speech

Azure Al Translator
Text-to-speech in Azure Al Speech

Final Answer:
To capture messages # Speech-to-text
To replay messages # Text-to-speech and Translator
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The interface must collect structured input: start date, end date, PTO days.

A waterfall dialog is designed for step-by-step data gathering. Each step asks one question and collects one piece of information, minimizing complexity.
Skill dialog is for invoking another bot.

Adaptive dialog handles interruptions and dynamic flow (more complex).

Component dialog organizes dialogs but does not simplify sequential data collection.
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Comprehensive Detailed Explanation

You are dealing with Azure Al Search (formerly Azure Cognitive Search). The issue is that the query key is compromised, and you need to ensure minimal downtime while keeping users with read-only access.
Azure Al Search uses two types of keys:

Admin keys (full control - manage indexes, data sources, etc.)

Query keys (read-only access for client applications)

If a query key is compromised, the remediation must be safe and fast, without breaking the application unnecessarily.

Step 1 - Add a new query key

Instead of immediately deleting the compromised key, first generate a new query key in the Azure portal or via API. This ensures you have a replacement ready before cutting off the old key.

Step 2 - Change the app to use the new key

Update your web app configuration (for example, connection strings or environment variables) so that it authenticates against Azure Al Search using the newly created query key. This step ensures a smooth transition
with minimal downtime.

Step 3 - Delete the compromised key

Finally, once your app is verified to work with the new query key, remove the old compromised key to prevent any further unauthorized access.

Correct Order:

Add a new query key.

Change the app to use the new key.
Delete the compromised key.

Microsoft References
Manage admin and query keys in Azure Al Search
Best practices for key management
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using Azure;

using System; “ I Mic rOSOft

using Azure.Al.TextAnalytics;

private static readonly AzureKeyCredential credgnﬂ@gli:i new AzureKeyCredential(“<key>™);
private static readonly Uri endpoint = new Qriijéunaﬁnint:'};

static void EntitylLinker(TextAnalytigsGlient client)
var response = client.RecogmfzéldnkedEntities(
"Our tour guide took™ushup the Space Needle during our trip to Seattle last week.”);

UTOETLBICDOVT, ELWMMEEF R EBRLTLESWD, 3 TRVMEREF DOVAJEBRLTCESO F I DBEREIDISOEIRS D FTY,
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The code will detect the language of documents.

o

The url attribute returned for each linked entity will be a Bing search link. O O
The matches @ttnibute returned for each linked entity will provide the location in a document O Q)
where the enfity |§ referenced.

Statements
The code will detect the language of documents.

The url attribute returned fog each inkedemtty will be a Bing search link.

. . Mi ]; lﬁ : ns :j: :IEE l:-" each linked entity will provide the location in a document

Explanation:



Answer Area

Statements Yes Mo

Statements Analysis

The code will detect the language of documents.

The method used is RecognizeLinkedEntities .

This extracts linked entities and provides Wikipedia references but does not perform language detection.

For language detection, you must call DetectLanguage() .

The answer: No

The url attribute returned for each linked entity will be a Bing search link.

The RecognizeLinkedEntities API returns a Url property for each entity that points to the Wikipedia page of the entity.

It does not return Bing links.

The answer: No

The matches attribute returned for each linked entity will provide the location in a document where the entity is referenced.
The matches collection contains objects with offset and length properties, which indicate where in the text the entity appeared.
This is correct.

The answer: Yes

Verified Answer

The code will detect the language of documents # No

The url attribute returned for each linked entity will be a Bing search link # No The matches attribute returned for each linked entity will provide the location in a document where the entity is referenced # Yes Microsoft
References Azure Text Analytics - Recognize linked entities Text Analytics .NET SDK: RecognizeLinkedEntities
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B. Azure SQL
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EfR: (EffZzRTLET)

Analysis:

Azure Al Bot Service (A): Helps build chatbots but does not store grounding data # # Azure SQL (B): Possible storage, but not recommended for vector search grounding # # Azure Al Document Intelligence (C): Extracts


https://www.jpnshiken.com/q/68800-6423482/

structured info, not used directly for grounding # # Azure Blob Storage (D): Required for storing raw files used in retrieval-augmented generation (RAG) # # Azure Al Search (E): Used to index, vectorize, and query data
for grounding # #

Reference:

Grounding with Azure OpenAl and Azure Al Search
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Scenario: Support autocompletion and autosuggestion based on all product name variants.

A: Call a suggester-enabled query, in the form of a Suggestion request or Autocomplete request, using an API. APl usage is illustrated in the following call to the Autocomplete REST API.
POST /indexes/myxboxgames/docs/autocomplete?search & api-version=2020-06-30

{

"search " : " minecraf ",
sg

" suggesterName " :

}
B: In Azure Cognitive Search, typeahead or " search-as-you-type " is enabled through a suggester. A suggester provides a list of fields that undergo additional tokenization, generating prefix sequences to support matches

on partial terms. For example, a suggester that includes a City field with a value for " Seattle " will have prefix combinations of "sea " , " seat" , " seatt" , and " seattl " to support typeahead.
F). Use the default standard Lucene analyzer (" analyzer " : null) or a language analyzer (for example, " analyzer " : " en.Microsoft " ) on the field.
Reference:

https://docs.microsoft.com/en-us/azure/search/index-add-suggesters
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D. YAML
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Semantic Kernel supports multiple prompt template languages. Handlebars and Liquid both allow you to bind complex objects (with nested/sub-properties), iterate over collections, and use conditionals-ideal when your
prompt needs structured data.

JSONL is a dataset/record format, not a prompt templating language.

YAML is a configuration/serialization format; while SK can store configs in YAML, YAML itself isn't a prompt templating engine for rendering nested objects in prompts.

"Semantic Kernel" as an option is not a template language; SK provides the runtime and also a simple legacy template syntax, but for complex/nested objects Microsoft recommends Handlebars (cross-language) or Liquid
(.NET).

References (Microsoft Docs):

Handlebars prompt templates in Semantic Kernel (supports SK prompts, expressions, iteration, object binding). Microsoft Learn Liquid prompt templates in Semantic Kernel (example shows passing objects and iterating
over nested data).

Microsoft Learn

SK prompt template syntax overview (context on SK templating options). Microsoft Learn
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A. Azure Files

B. Azure Blob

C. Azure Table

D. Azure Queue

IEf#E: (EfEZRTLET)

Azure Storage provides multiple services, each with different data models:
Azure Files

Provides fully managed file shares accessible via SMB/NFS.

Works like a traditional file system (folders and files).
Not key/value.

Azure Blob Storage

Object storage for unstructured data like images, videos, backups, logs.
Identified by container + blob name.

Not strictly a key/value store (though blob name acts as a key).

Azure Table Storage #

A NoSQL key/value store for structured, non-relational data.

Data is stored in tables as entities (rows), with properties (columns).
Entities are indexed by PartitionKey + RowKey, forming a unique key/value pair.
Specifically designed for scalable key/value lookups.

Azure Queue Storage

Provides message queueing for communication between components.
Stores ordered messages, not key/value pairs.

The answer: C. Azure Table


https://www.jpnshiken.com/q/68800-6423484/
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Microsoft References
Azure Table Storage overview
Azure Storage services comparison
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Azure Al Document Intelligence

Azure Al Language
Azure Al Search
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Explanation:



Answer Area

Extract'the text Azure Al Vision

Identify well-kmown locations:  Azure Al Search >

The app must:

Identify road signs and extract text from images

This is an OCR (Optical Character Recognition) task.

Azure Al Vision provides OCR capabilities to detect and extract text from images (including road signs).
Correct choice: Azure Al Vision.

Analyze the text to identify well-known locations

Once text is extracted, you need to detect if it refers to well-known places (e.g., cities, landmarks).

This is a Named Entity Recognition (NER) problem.

Azure Al Language service includes entity recognition for identifying locations, people, organizations, etc.
Correct choice: Azure Al Language.

Other options:

Azure Al Document Intelligence # Focused on structured documents (invoices, forms), not road signs.
Azure Al Search # Useful for indexing and search, not text extraction or entity recognition.

Correct Answer Matrix:

Extract the text # Azure Al Vision

Identify well-known locations # Azure Al Language

Microsoft References

Azure Al Vision - OCR text extraction

Azure Al Language - Named Entity Recognition (NER)
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Explanation:

Project type: Object detection

Domain: General (compact)

The scenario requires building a Custom Vision model for a factory with intermittent internet connectivity.
The solution must:

Detect defects in packaging

Locate the defects (provide bounding box information)

Ensure each package contains four products

Support offline use due to intermittent connectivity

Step 1 - Determine Project Type

Image Classification: Assigns a label to an image, but cannot locate where objects/defects are in the image.

Object Detection: Identifies what objects are present and their location (via bounding boxes).
Since the requirement is to identify location of defects and count products, the correct choice is Object detection.

Step 2 - Determine Domain

General domain: Standard general-purpose domain, optimized for cloud inference.

General (compact) domain: A lightweight version designed for exporting models to run offline on edge devices (i0OS, Android, ONNX, etc.). Perfect for scenarios with intermittent internet connectivity.
Food domain: Specialized for food image classification, not defect detection in packaging.



Logo domain: Specialized for logo recognition, irrelevant here.

Since the requirement includes offline capability, the correct domain is General (compact).
The answer:

Project type: Object detection

Domain: General (compact)

Microsoft References

Custom Vision project types: Classification vs Object detection

Domains in Custom Vision (General, General compact, Food, Logo, etc.)

Exporting compact models for offline use
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is sesponsile Tor creating visuals and charts that help a company make informed decisions,

A data analyst
A data engineer
A data scientist

A database administrator

1E fiz:

Answer Arca

is responsible for creating visuals and charts that help a company make informed decisions.
| [ Gara analyst

A Jatd erginee

A data scientist

A database adrmimnisiraton

Explanation:

A data analyst

The statement is:

" is responsible for creating visuals and charts that help a company make informed decisions." Let's analyze the options:
A data analyst

Main responsibility: interpreting data, creating visuals, dashboards, and reports using tools like Power Bl, Excel, or Tableau.

Helps stakeholders make business decisions from data.

Correct answer.

A data engineer

Focuses on designing, building, and maintaining data pipelines, ETL processes, and storage systems.
Not primarily responsible for creating visuals.

A data scientist

Specializes in advanced analytics, machine learning, and statistical modeling.

They may present insights but their focus is on predictions and algorithms, not routine visuals.
A database administrator (DBA)



Responsible for managing databases, ensuring security, availability, backups, and performance.

Not responsible for creating visuals or dashboards.

The answer: A data analyst

Microsoft Reference

Roles in data analytics

Microsoft Learn: Data Analyst role description - responsible for creating reports and visualizations to support decision-making.
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The scenario:

You are using Azure Content Moderator to filter chatbot messages.

You must detect sexually explicit language.

The question asks: which section of the response provides the category score, and which category number corresponds to sexual content.
Step 1 - Understand Content Moderator response structure

Content Moderator returns several sections:

Classification # Provides scores for categories of potentially unsafe or inappropriate content.

Pl # Identifies personally identifiable information (phone numbers, email, addresses, etc.).
Terms # Identifies terms from a custom or built-in blocklist.

Since the requirement is sexually explicit language detection, the correct section is Classification.
Step 2 - Identify the correct Category

Content Moderator's Classification section returns three default categories:

Category 1: Potentially sexually explicit or adult content.

Category 2: Potentially sexually suggestive content.

Category 3: Offensive or derogatory language.

Since the question specifies sexually explicit language, the correct category is 1.

Correct Answer Mapping:

Section: Classification

Category: 1

Microsoft References

Content Moderator - Text moderation (classification categories explained) Content Moderator overview and response schema
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Language Understanding: An Al service that allows users to interact with your applications, bots, and loT devices by using natural language.
QnA Maker is a cloud-based Natural Language Processing (NLP) service that allows you to create a natural conversational layer over your data. It is used to find the most appropriate answer for any input from your
custom knowledge base (KB) of information.
Text Analytics: Mine insights in unstructured text using natural language processing (NLP)-no machine learning expertise required. Gain a deeper understanding of customer opinions with sentiment analysis. The
Language Detection feature of the Azure Text Analytics REST API evaluates text input Reference:
https://azure.microsoft.com/en-us/services/cognitive-services/text-analytics/
https://docs.microsoft.com/en-us/azure/cognitive-services/qnamaker/overview/overview
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Inclusiveness: Al systems should empower everyone and engage people.

Direct Line Speech is a robust, end-to-end solution for creating a flexible, extensible voice assistant. It is powered by the Bot Framework and its Direct Line Speech channel, that is optimized for voice-in, voice-out
interaction with bots.

Reference:
https://docs.microsoft.com/en-us/azure/cognitive-services/speech-service/direct-line-speech
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B: The Text Analytics API's Sentiment Analysis feature provides two ways for detecting positive and negative sentiment. If you send a Sentiment Analysis request, the API will return sentiment labels (such as "negative",
"neutral" and "positive") and confidence scores at the sentence and document-level.
D: The Language Detection feature of the Azure Text Analytics REST API evaluates text input for each document and returns language identifiers with a score that indicates the strength of the analysis.
This capability is useful for content stores that collect arbitrary text, where language is unknown. Reference:

m o O
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https://docs.microsoft.com/en-us/azure/cognitive-services/text-analytics/how-tos/text-analytics-how-to- sentiment-analysis?tabs=version-3-1
https://docs.microsoft.com/en-us/azure/cognitive-services/text-analytics/how-tos/text-analytics-how-to- language-detection
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* The D in ACID stands for Durability.

* Durability guarantees that once a transaction is committed, the changes are permanent, even in the case of power loss, crashes, or OS restarts.
* Atomicity = all-or-nothing.

* Consistency = valid state transitions.

* Isolation = transactions run independently without interference.

The answer: A. durability
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Explanation:

Detect the incoming language:

Service: Speech to Text

Reasoning: The Speech to Text service can transcribe spoken language into text and includes language identification capabilities, allowing the system to detect whether the caller is speaking French or English.
Respond in the callers ' own language:

Service: Text to Speech

Reasoning: The Text to Speech service can convert text responses into spoken language in the detected language (French or English), enabling the system to respond to callers in their own language.

Ordered Mapping:

Detect the incoming language: Speech to Text

Respond in the callers ' own language: Text to Speech

Box 1: Text Analytics

The Language Detection feature of the Azure Text Analytics REST API evaluates text input for each document and returns language identifiers with a score that indicates the strength of the analysis.

Box 2: Translator

Translator is a cloud-based neural machine translation service that is part of the Azure Cognitive Services family of REST APIs. Translator can be used with any operating system and powers many Microsoft products and

services used by thousands of businesses worldwide to perform language translation and other language- related operations.
Reference:

https://docs.microsoft.com/en-us/azure/cognitive-services/text-analytics/how-tos/text-analytics-how-to-language-detection
https://docs.microsoft.com/en-us/azure/cognitive-services/translator/translator-overview
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Explanation:

Answer Area

Gremlin APl Graph data

MaongaDB AP JSOMN documents

Table J'-.‘BL Key/value data
4,

Azure Cosmos DB supports multiple APls, each aligned to a specific data model:
Gremlin API

Designed for graph data.

Stores vertices (nodes) and edges (relationships).

Query language: Gremlin.

Correct mapping: Graph data.

MongoDB API

Designed for document data using JSON.
Supports MongoDB wire protocol.

Correct mapping: JSON documents.

Table API

Designed for key-value data.

Compatible with Azure Table Storage.

Correct mapping: Key/value data.

Cassandra API

Designed for wide-column (column-family) data.
Uses CQL (Cassandra Query Language).




Not listed in the answer area, but if included, it maps to columnar data, not the options shown here.
Correct Mapping:

Graph data # Gremlin API

JSON documents # MongoDB API

Key/value data # Table API

Microsoft References

APIs in Azure Cosmos DB

Choose the right API for Azure Cosmos DB
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The question is about evaluating a Custom Vision classifier after training.
When you train an image classifier in Azure Custom Vision, the service automatically calculates performance metrics to help you evaluate the quality of the model.
Metrics Provided by Custom Vision:
Precision:
The percentage of correct positive predictions out of all positive predictions made.
Formula: Precision = TP / (TP + FP)
Helps determine how reliable positive predictions are.
Recall:
The percentage of actual positives that were correctly predicted.
Formula: Recall = TP / (TP + FN)
Helps determine how many of the true positives were captured.
These two metrics are explicitly shown in the Custom Vision portal and via API.

Option Analysis
A). Recall

Yes, Custom Vision reports recall.

Correct

B). F-score

Not directly reported in the Custom Vision portal.

Although it can be derived from precision and recall, it is not provided as a direct metric.
Incorrect

C). Weighted accuracy

Not reported by Custom Vision.
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Incorrect

D). Precision

Yes, Custom Vision reports precision.

Correct

E). Area under the curve (AUC)

Not reported by Custom Vision.

More common in ROC curve analysis, not part of Custom Vision output.
Incorrect

The answer: A. recall, D. precision

Microsoft References

Evaluate the prediction performance of your classifier in Custom Vision Custom Vision training and evaluation
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EfE (EfEZRRLET)

Azure Video Indexer can ingest a video by URL as long as the URL is publicly accessible and directly downloadable (no authentication or HTML landing page). Creating a download link in OneDrive produces a direct-file
URL that Video Indexer can fetch and index without you re-uploading the 20-GB file through your browser. A generic OneDrive "sharing link" often lands on a web page (not a direct file) and may require authentication,
which Video Indexer cannot crawl. Uploading locally is possible but unnecessary and time- consuming for a 20-GB video.

Microsoft References

Upload/index videos in Video Indexer (supports uploading from a public URL).

https://learn.microsoft.com/azure/azure-video-indexer/upload-index-videos Video Indexer quotas and limits (file size limits; uploading by URL).
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V) a—2 3 VICIEfEEDEIRETTHA?

A. Azure Al Language =555 5 5B1E#Z (CLU)

B. Azure Al S5 H

C. Azure Al Language M H R & LERIGE

D. Azure OpenAl

E#: (ERERELET)

The requirement: A chatbot that answers based on a product knowledgebase (multiple PDFs) .


https://www.jpntest.com/shiken/AI-102J-mondaishu
https://www.jpnshiken.com/q/68800-6423498/
https://www.jpnshiken.com/q/68800-6423499/

Best choice: Custom Question Answering in Azure Al Language .

It allows you to ingest documents like PDFs, FAQs, manuals.

Minimal development effort since you just upload documents and the service automatically indexes them.
Other options:

CLU # for intent/intent-based classification, not for knowledgebases.

Language detection # only detects language, not Q & A.

Azure OpenAl # could work, but more costly and requires prompt engineering (not the "minimize effort
/cost" requirement).

Microsoft Reference:

Custom question answering in Azure Al Language
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Answer Area
var blocklisthame = "TestBlocklist”
var removeBlockIteslds = new List<string: { 1 };
var remcveResult = blecklistClient. i ) "1 ISlockl iSeMame, new ¥ {(removeB
if (removeResult = null 88 removeRssy, SddOrUpdateBlocklistitems } AddOrUpdateTextBlocklistiternsOptions
CreateCrUpdate TextBlocklist BlocklistClient
B DeleteTextBlocklist ContentSafetyClient

ECl@. . Wrat :-ul,".',"nﬂ'_n:-Z'.e- remoy e S -
_ F | 1 7~ VS Eﬂnwﬂmm |Rem::-veTextBlnckF|5memsttmns
J | v B S B 'L -:-':II - '\.:jf-k".!

fiz:
Answer Area m o me
var blocklistName = 'eg}tﬂédl;js{';l | 5 3
var removeBlOCEItemIds = new List<string> { 1 };
var removeResult = blocklistClient. I *l (BlocklistName, new ¥ (removeB
4 J s TextBlocklistitem
T o PR o T R | e AddOrUpdateBlocklistiterns AddOrUpdateTextBlocklistitemsOptions
CreateQOrUpdateTextBlocklist BlocklistClient
R - , . i DeleteTextBlocklist _ContentSafetyClient _ _ _ _ _
onsole.Writeline| \nBlockItem removip — = = = = = =— . .
'"IRemoveBlocklistitarna?®™ ‘RemoveTextBlockllstltemsttmns I

Explanation:




MEH!M i_c rQsoft <O

= new Listestring> { 1 }; Q‘
var removeResult = blocklistClient.  RemoveBlocklistitems ¥ (blec new  RemoveTextBlocklistitemsOptions ¥ (removeBlockitemlds));

if (removeResult != null && removeResult.Status == 204) *
Console.WritelLine("\nBlockItem remcved: {@}.", removeBlockItemld Ev

}
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Face APIOMUH LZRAFE L TWWET, COMUH L TIE, BEiFDemployeefaces& VS 1) X kW LFELDEZRERT SULEMNH Y £9, employeefaces!) X FZ1X60,000DEENEENTWNET,

HTTPU VIR FOAXIEZED LS ITHRBINIELINTLLIN?BEUREZELWVVZI—5 Y T RSy LT ESW, HEFIE, B#HE, £ E2<ERSNEVWEELAHYET . AT UOVERTT HICTIE, RS
CRDDEIN—E RSV I TN RV O—ILTEILENHIEZELHYET,

FEELWLMBIRSEICTIRA Y bMIEShET,

Values Answ“
| Micros f@
. afB-aedc-ab54745f708al",

"faceListId" {
"18ecH1 - '

"faceld":

"LargeFaceListId"

: TR« employeefaces
‘ dldateaReturned" i U

|

"matchFace"

"matchPerson"

Values

v el {

["faceLigird" 1
"faceId": "18c5lag7- E&EQ%E?iﬂiaedc a54745£708a1",

I“Lar e m‘é&dm' ¥ "‘employeefaces"
'z‘-,trﬁ#:ﬁﬁm@fﬁéﬁnd;dates?&eturned"- 1,

W roeoT |

"matchFace" I

"matchPerson"

Explanation:



Values Answer Area

— Moda" & | "maficlrFace” =

}

faceId": "18c5laB7-3465-47a8-aedc—-ab4745£f708al",

1,

f"faceLiStId" {

:“LargeFaceListId"g P W Y

T h = 7 "LargeFacghas€rd" |: "employeefaces",
matchFace - — S LT \

! i "maxNgmOf 8ahdidatesReturned

| "matchPerson" _ R - -

You are calling the Face API to find similar faces from an existing list called employeefaces.

Key facts from the scenario:

The list contains 60,000 images.

In Face API:

faceListld # limited to 1,000 faces.

largeFacelListld # designed for very large lists, up to 1,000,000 faces.
Since employeefaces has 60,000 images, you must use LargeFaceListld, not faceListld.
Parameters in the Request Body

"faceld " : " 18c51a87-3a69-47a8-aedc-a54745f708a1 "

This is the face to search for.

" largeFacelListld " : " employeefaces "

Must use LargeFaceListld because the list has 60,000 images.
" maxNumOfCandidatesReturned " : 1

Limits the number of matches returned.

"'mode " : " matchFace "

Two options exist:

" matchFace " # returns the most similar individual faces.

" matchPerson " # groups faces by person.

Since the requirement is find similar faces, use " matchFace " .
Completed Answer

{

"faceld " : " 18c51a87-3a69-47a8-aedc-a54745f708a1 ",

" largeFaceListld " : " employeefaces ",
" maxNumOfCandidatesReturned " : 1,

"'mode " : " matchFace "

}

Correct Values to Drag and Drop
LargeFaceListld # " employeefaces "
matchFace # " mode "

Final Answer:

First blank: LargeFaceListld

Second blank: matchFace




Microsoft References
Face API - Find Similar
Face API - Large Face List operations
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